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Abstract— Economic Model Predictive Control (EMPC) is
an advanced receding horizon based control technique which
optimizes an economic objective subject to potentially nonlinear
dynamic equations as well as control and state constraints. The
main contribution of this paper is an algorithmic differentiation
(AD) based real-time EMPC algorithm including a software
implementation in ACADO Code Generation. The scheme is
based on a novel memory efficient, symmetric AD approach
for real-time propagation of second order derivatives. This is
used inside a tailored multiple-shooting based SQP method,
which employs a mirrored version of the exact Hessian. The
performance of the proposed auto-generated EMPC algorithm
is demonstrated for the optimal control of a nonlinear bio-
chemical reactor benchmark case-study. A speedup of a factor
more than 2 can be shown in the CPU time for integration and
Hessian computation of this example.

I. INTRODUCTION

Nonlinear model predictive control (NMPC) is a well-
known control technique [1], [4], [6], [22], which is based
on solving parametric optimal control problems (OCP) of the
form

P (x̂t) = min
x,u

∫ t+T
t

l(x(τ), u(τ)) dτ

s.t.



∀τ ∈ [t, t+ T ] :

x(t) = x̂t,

ẋ(τ) = f(x(τ), u(τ)),

0 ≥ h(x(τ), u(τ)),

0 ≥ r(x(t), x(t+ T )) .

(1)

Here, x̂t denotes the current state measurement at time t,
f is a potentially nonlinear process model, l the Lagrange
objective function, h a potentially mixed state-control con-
straint function, T the length of the prediction horizon and
r a potentially coupled boundary condition. The closed-loop
system proceeds by solving the above OCP online whenever
a new measurement x̂t arrives and sending the corresponding
optimal control profile u to the real process.

In the literature [2], [7], [21], the above outlined model
predictive controller is called “Economic MPC” (EMPC) in
order to distinguish it from more traditional “Tracking MPC”

1Department of Automation, Shanghai Jiao Tong University, 800 Dong
Chuan Road, Shanghai, 200240, China.

2Department ESAT-STADIUS, KU Leuven University, Kasteelpark Aren-
berg 10, 3001 Leuven, Belgium.

3Department of Chemical Engineering, KU Leuven University, W. de
Croylaan 46, 3001 Leuven, Belgium.

4Department IMTEK, University of Freiburg, Georges-Koehler-Allee
102, 79110 Freiburg, Germany.

schemes. The latter typically require the function l to be
positive definite and equal to zero at an optimal steady state
while the function r is usually a pure terminal constraint
and not allowed to depend on x(t). In contrast, in Economic
MPC, these assumptions on l and r are not necessarily
satisfied, which allows for more general optimal control
problem formulations. There are currently two important
open problems in the field of EMPC:

1) it is very difficult to guarantee/enforce stability of a
general economic MPC controller, and

2) it is difficult to solve the optimal control problem (1)
reliably and in real-time.

This paper is not about Problem 1) and we refer to [2],
[7], [12], [16], [24] where stability of EMPC is analyzed
under various assumptions. From now on the focus is on
Problem 2). Notice that for Tracking MPC this has been
addressed by many authors and an overview of existing
algorithms for fast nonlinear Tracking MPC, including the
real-time iteration (RTI) scheme [6], [8] and the advanced
step controller [25], can be found in [9]. However, transfer-
ring these real-time schemes to EMPC is non-trivial since
existing algorithms and MPC software typically assume a
least-squares structure of the objective function l that can be
exploited by Gauss-Newton type methods [6]. Moreover, the
optimal performance manifold

X∗ := argmin
x̂

P (x̂)

of problem (1) is defined implicitly as the solution set of an
OCP that could for example consist of periodic orbits. We
may assume that X∗ is forward invariant as problem (1) is
arguably not well-formulated otherwise, but in general we
do have neither information about the topology of X∗ nor
about its Hausdorff dimension. This is in contrast to tracking
MPC where X∗ is typically a given steady state or known
trajectory that has to be tracked.

This paper starts in Section II with a short overview on
direct methods for nonlinear optimal control. Section III-VI
contain the main contributions of this paper, which can be
outlined as follows:

1) Section III proposes an Exact Hessian based Sequential
Quadratic Programming (SQP) scheme that turns out to
be practical in the context of real-time optimal control.

2) Section IV contributes a novel memory efficient al-
gorithmic differentiation (AD) scheme which exploits
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symmetry of second order adjoint derivatives for a fast
Hessian computation in the context of real-time EMPC.

3) Section V describes an open-source code generation
tool that allows fast and tailored implementations of the
algorithms from Sections III and IV.

4) Section VI presents a challenging case study for EMPC
on a nonlinear continuous bioreactor, including a dis-
cussion on the performance of the real-time algorithm.

Section VII finally concludes the paper.

II. DIRECT OPTIMAL CONTROL METHODS

This section briefly reviews the main idea of direct non-
linear optimal control methods [4], [5] and outlines how they
can be used in the context of real-time optimal control. Here,
direct methods refer to the procedure of first discretizing and
then optimizing the problem.

A. Discretization

In order to discretize the OCP in (1), the control input
function u is approximated by an expression of the form

u(t) ≈
N−1∑
i=0

uiξi(t),

where ξ0, . . . , ξN−1 ∈ L2[0, T ] are given orthogonal func-
tions. Popular state discretization techniques are based on
multiple shooting [5] or collocation methods [4]. Both
techniques have in common that they replace the dynamic
equation constraint by a finite dimensional equality constraint
of the form

0 = Geq(y, x̂t) :=


x0 − x̂t

x1 − Φ0(y0)
...

xN − ΦN−1(yN−1)

 ,

where the degrees of freedom y := (y0, y1, . . . , yN ) have
been stacked together with yi = (xi, ui) and yN = xN .
The structure of the functions Φi depends on the particular
discretization scheme, which may involve calling an external
integration algorithm in the case of multiple shooting. The
discretized inequality constraints are denoted by

0 ≥ Gineq(y) :=


h(y0)

...
h(yN−1)
r(x0, xN )

 ,

while the objective becomes F (y) :=
∑N−1
i=0 l(yi). Notice

that a major problem of real-time optimal control in practice
is that it is often very expensive to evaluate the function Geq

together with its first or even second order derivatives. This
issue will be handled by Section IV.

B. Optimization

Once the optimal control problem is discretized, it can be
written in the form

min
y
F (y) s.t.

{
0 = Geq(y, x̂t)
0 ≥ Gineq(y) .

(2)

This is a parametric nonlinear programming (NLP) problem,
which in principle can be solved using standard algorithms
such as sequential quadratic programming (SQP) [18]. Ad-
ditionally, there exists a variety of NLP solvers which can
exploit the banded structure of the equality constraints [4],
[5]. However, finding an efficient algorithm for economic
MPC is nevertheless difficult. Even if we have a good
initialization for a solver—which is by far not always the
case—there is still the question how to ensure fast and
reliable local convergence of the solver.

III. EXACT HESSIAN SQP

SQP is a numerical algorithm for solving Problem (2) to
local optimality. The full-step variant starts with an initial
guess ȳ and proceeds recursively by updating ȳ+ := ȳ+∆y.
The step direction ∆y is defined implicitly as a solution of
the following quadratic programming (QP) problem

min
∆y

1
2∆y>H(ȳ) ∆y + ∇F (ȳ)>∆y

s.t.

{
0 = Geq(ȳ, 0) +A∆y +B x̂t

0 ≥ Gineq(ȳ) + C ∆y

(3)

with shorthand notation A =
∂Geq(ȳ,x̂t)

∂y , B =
∂Geq(ȳ,x̂t)

∂x̂t
,

and C =
∂Gineq(ȳ)

∂y . Here, the matrix

H ≈ Hex :=
∂2

∂y2

[
F (y) + λ>Geq(y, x̂t) + µ>Gineq(y)

]
is called the Hessian approximation with Hex being the exact
Hessian with multipliers λ and µ.

Recall that Gauss-Newton methods can be applied in case
of least-squares objectives, which have the fortunate property
that a suitable Hessian approximation can be constructed
based on first order sensitivities only. However, for more gen-
eral objectives, these methods are not applicable. A BFGS
update based SQP method [18] can be very successful for
offline optimization, but is unfortunately less recommendable
in the context of economic MPC due to its fluctuating
convergence rate. For example, after a state jump due to
external noise, the Hessian approximation can be poor such
that many BFGS updates are needed to recover a reasonable
convergence rate. This is in conflict with the real-time or
deterministic run-time requirements.1

A possible remedy is to work with the exact Hessian
matrix Hex. However, since this Hessian matrix is not
necessarily positive semi-definite, we propose to employ its
mirrored version

H := V abs (Λ)V > with Hex = V ΛV >, (4)

1The poor performance of BFGS based SQP methods in the context of
EMPC has been observed by the authors in various numerical experiments,
which are however not reported in this paper due to page limits.

2753



instead. We have introduced an eigenvalue decomposition of
Hex, i.e. Λ is a diagonal matrix and V is an orthogonal
matrix. The absolute value of the diagonal matrix Λ is
computed component-wise.2 From a computational perspec-
tive, this eigenvalue decomposition is rather cheap since the
objective function F is partially separable and, consequently,
the block-diagonal structure of Hex can be exploited.

Remark 1: As an alternative to the above outlined mirror-
ing approach, we could also replace the negative eigenvalues
in the matrix Λ with a fixed value ε ≥ 0. However, the idea
behind the mirroring operation is that we prefer to take a
smaller step in those directions that correspond to negative
eigenvalues thereby making the method less aggressive. An
empirical observation is that this removes in many cases the
need to introduce line-search or trust region constraints for
damping too aggressive steps by other means. Additionally,
computing the exact Hessian is an expensive task. In the
extreme case where all eigenvalues are negative, we would
completely throw away this effort when setting them to a
constant value ε. When mirroring the Hessian, these negative
directions are still used to provide reasonable scaling.

Remark 2: The proposed mirroring of the Hessian matrix
is a heuristic which has been observed to work surprisingly
well in practice. However, a theoretical justification is beyond
the scope of this paper. Other approaches exist and more
information on this topic can e.g. be found in [17], where a
cubic regularization technique is proposed. A comparison of
the proposed mirroring technique, cubic regularization meth-
ods, and other techniques to deal with negative eigenvalues
in the Hessian are part of ongoing research.

IV. SYMMETRIC HESSIAN COMPUTATION
In this section, we consider a general recursion of the form

z0 = z̄0

zk+1 = φk(zk), for k = 0, . . . , n− 1
(5)

which could—for example in the context of multiple
shooting—be the result of applying an integration method
to the differential equations in (1). From the discussion in
Section II, the shooting function Φi(yi) fits in this framework
where z̄0 = yi. The highlight of this section is an efficient
algorithm for computing terms of the form

λT
d2zn
dz2

0

.

This is motivated by the fact that in a typical practical
situation, the most expensive step of the above outlined SQP
method is the computation of the Hessian matrix Hex. In
particular, the second order term

λ>
∂2

∂y2
Geq(y, x̂t)

2In the numerical implementation a modified definition of the absolute
value, given by

abs (λ) :=

{
|λ| if |λ| > ε
ε otherwise

with ε > 0 being a small constant is employed in order to ensure positive
definiteness of the Hessian approximation.

is computationally demanding, since it involves the compu-
tation of second order derivatives of the functions Φi which
are itself evaluated by running an iteration that can be written
in the general form (5).

Let us briefly review standard algorithmic differentiation
(AD) techniques before proposing a new symmetric AD
scheme in Section IV-B.2.

A. First Order Sensitivity Propagation

1) Forward propagation: The forward mode of AD for
the sequence in (5) is given by

sk+1 =
∂φk(zk)

∂zk
sk, for k = 0, . . . , n− 1, (6)

where s0 = s̄ is the seed for the forward propagation which
results in sn = dzn

dz0
s̄. If the complete Jacobian is needed, the

recursion becomes

Sk+1 =
∂φk(zk)

∂zk
Sk, for k = 0, . . . , n− 1, (7)

with S0 = 1.
2) Adjoint propagation: The backward mode of AD is

given by

λk =
∂φk(zk)

∂zk

>
λk+1, for k = n− 1, . . . , 0, (8)

where λn = λ̄ is the backward seed and λ0 = dzn
dz0

>
λ̄. Note

that the values zk for k = 0, . . . , n − 1 need to be stored
from first going through the sequence in (5).

B. Second Order Derivatives

Next, we are interested in computing the second order
derivative [

λ̄>
d2zn
dz2

0

]
i,j

=

nz∑
k=1

λ̄k
d2zn,k

dz0,i dz0,j
. (9)

Combining the forward and backward techniques for first or-
der derivatives, results in four possible propagation schemes.
However, in the Forward-over-forward approach, computa-
tional effort would be spent in computing sensitivity direc-
tions that are not necessarily needed to form the result in (9).
Similarly, it is not efficient to perform more than one reverse
sweep as discussed in [11]. In the following, preference
will therefore be given to the Forward-over-adjoint (FOA)
scheme.

1) Forward-over-adjoint: Applying the forward mode of
AD to the adjoint sequence in (8) yields

Hk =

(
λ>k+1

∂2φk(zk)

∂z2
k

)
Sk +

∂φk(zk)

∂zk

>
Hk+1, (10)

for k = n − 1, . . . , 0 where Hk = dλk

dz0
and Hn = 0. The

backward sequence in (10) then directly provides the desired
Hessian matrix H0 = λ̄> d

2zn
dz20

. Thus, the resulting scheme
performs a backward sweep which propagates both λk and
Hk using the stored results zk and Sk from a forward sweep
(see Algorithm 1). Note that the equations in (10) are not
symmetric, although the resulting final Hessian H0 is.
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Algorithm 1: Forward-over-Adjoint AD

Input: The backward seed vector λ̄.
Algorithm:

1) Propagate and store the sequence zk and Sk , respectively
using Eqs. (5) and (7).

2) Propagate the backward recursions (8) and (10), using the
stored sequences.

Output: The results for zn, Sn = dzn
dz0

and H0 = λ̄> d2zn
dz20

.

2) Symmetric approach: In contrast to the classical FOA
scheme, it is also possible to exploit symmetry within the
propagation of derivatives. We propose to introduce the
symmetric recursion

Ĥk+1 = Ĥk + S>k

(
λ>k+1

∂2φk(zk)

∂z2
k

)
Sk, (11)

for k = 0, . . . , n− 1 with Ĥ0 = 0. This expression suggests
that the desired Hessian result can be obtained by a simple
summation of symmetric terms. We can therefore propagate
the lower triangular part only. The order in which these terms
are accumulated is also arbitrary. It is interesting to note that
this approach bears algorithmic similarity to condensing as
presented in [5].

Theorem 1: Let zk, Sk and λk for k = 0, . . . , n − 1 be
respectively defined by Eqs. (5), (7) and (8). If the sequence
Ĥk is defined by (11), then we have

Ĥn = λ̄>
d2zn
dz2

0

.

Proof: The equation Ĥk = λ>k
d2zk
dz20

holds trivially for
k = 0. Moreover, if this expression is satisfied for k, then
from (11) we have

Ĥk+1 = S>k

(
λ>k+1

∂2φk(zk)

∂z2
k

)
Sk + λ>k

d2zk
dz2

0

,

(8)
= S>k

(
λ>k+1

d2zk+1

dz2
k

)
Sk + λ>k+1

dzk+1

dzk

d2zk
dz2

0

,

= λ>k+1

d2zk+1

dz2
0

,

where the latter results from the second order chain rule.
Consequently, the statement of the theorem follows by in-
duction over k.

The resulting Three sweeps propagation (TSP) scheme in
Algorithm 2 uses a third sweep for computing the desired
Hessian, to exploit symmetry at a largely reduced memory
cost. The algorithm merely requires storing the values of
zk and λk. Compared with the FOA scheme, the proposed
approach needs to store a sequence of n values λk of
dimension nz instead of the n (nz×nz)-matrices Sk. Table I
presents a detailed comparison of both schemes in terms
of worst-case computational cost and memory requirements.
Note that the computation includes merely the evaluation of
the expressions in (10) and (11), assuming that the derivative
results are available and dense. In general, the cost is lower
whenever sparsity is present and the effect of this factor
might be different for both schemes.

Algorithm 2: Symmetric Three-Sweep Hessian AD

Input: The backward seed vector λ̄.
Algorithm:

1) Propagate and store the sequence zk using Eq. (5).
2) Propagate and store the sequence λk using Eq. (8).
3) Propagate the forward recursions (7) and (11) by using the

stored sequences.

Output: The results for zn, Sn = dzn
dz0

and Ĥn = λ̄> d2zn
dz20

.

TABLE I
COST COMPARISON OF SECOND ORDER AD SCHEMES.

TSP scheme FOA scheme

evaluation
(#flops) n3

z + n2
z(nz + 1)/2 n3

z + n3
z

memory
(#variables)

n× (nz + nz) +
n2
z + nz(nz + 1)/2

n× (nz + n2
z) +

nz + n2
z

V. IMPLEMENTATION AND SOFTWARE

This paper comes along with an open-source software
module for auto-generating EMPC algorithms as part of the
ACADO Toolkit [13]. The software is free of charge and
can be downloaded from www.acadotoolkit.org for
reproducing all numerical results that are presented in this
paper. The tool pursues the export of highly efficient C-
code using implementation ideas that have originally been
proposed in [14], [20]. A real-time variant of the complete
symmetric AD based exact Hessian EMPC scheme itself is
summarized in Algorithm 3.

In our implementation, the QP solver is based on a con-
densing technique that has originally been proposed in [3].
The resulting smaller and dense QP is then solved with an
online active set method using the software qpOASES [10].
Moreover, the SQP iteration is divided into a preparation
phase and a feedback phase following an idea that has
originally been proposed in [6]. The performance of this
algorithm is discussed in the next section.

Algorithm 3: Real-Time Exact Hessian SQP

Input: An initial guess ȳ, λ̄, µ̄.
Repeat:

1) Apply Algorithm 2 to obtain the first and second order
derivative matrices A, B, C, ∇F and Hex.

2) Compute the mirrored Hessian using Eq. 4 and setup the
QP in (3).

3) Apply the condensing method from [3] to reduce the size
of the QP subproblem.

4) Wait until the measurement x̂t arrives.
5) Solve the QP, apply the full step ȳ+ = ȳ + ∆y and send

the control ū+0 to the process.
6) Shift the control and state trajectory forward in time.
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TABLE II
PARAMETER VALUES AND BOUNDS FOR THE BIOREACTOR.

Name Symbol Value

dilution rate D 0.15h−1

substrate inhibition constant Ki 22g/L
substrate saturation constant Km 1.2g/L
product saturation constant Pm 50g/L
yield of the biomass YX|S 0.4
first product yield constant α 2.2
second product yield constant β 0.2h−1

specific growth rate scale µm 0.48h−1

minimum feed substrate Sf 28.7g/L
maximum average feed substrate SA

f 32.9g/L

maximum feed substrate Sf 40.0g/L
maximum average biomass concentration XA 5.8g/L

VI. CASE STUDY: EMPC OF A BIOREACTOR

A. Modeling the System

We consider the following model of a continuous biore-
actor for culture fermentation [15], [19], [23]:

f(x, u) =


−DX + µ(x)X

D(Sf − S)− µX
YX|S

−DP + (αµ+ β)X
Sf/T
X/T

 . (12)

Here, the state variable x = (X,S, P, Ŝf , X̂) consists of
three physical states: the biomass X , the substrate S and the
product concentration P as well as two auxiliary states Ŝf

and X̂ . The control input u of the system is the feed substrate
concentration Sf ≤ Sf ≤ Sf and the specific growth rate
µ(x) is given by

µ(x) = µm
(1− P

Pm
S)

Km+S+ S2

Ki

.

The remaining parameter values and operating bounds are
summarized by Table II.

The economic objective has the form l(x, u) = −DPT as
our aim is to maximize the average productivity. We do not
consider path constraints in this example, but we do consider
a coupled boundary constraint of the form

r(x(0), x(T )) =



Ŝf (T )− SA
f

X̂(T )−XA

X(0)−X(T )
S(0)− S(T )
P (0)− P (T )

X(T )−X(0)
S(T )− S(0)
P (T )− P (0)


≤ 0.

Notice that the auxiliary states Ŝf(0) and X̂(0) always need
to be initialized to zero for the corresponding constraints to
make sense. The end time T of a single cycle is assumed to
be fixed and equal to 48 hours. The periodicity constraints for
the three physical states X , S, and P ensure the forward in-
variance of the solution manifold X∗ as defined in Section I.
This is due to the invariance of periodic orbits with regard
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Fig. 1. This figure presents the closed-loop EMPC trajectories (solid line)
for the bioreactor during a simulation of 288 hours. A sudden jump in the
states occurs at the time point of 144 hours, while the original optimal orbit
is continued as a dotted line.

to phase shifts, which guarantees that any feasible trajectory
of the periodic optimal control problem can be prolonged
leading to the same average productivity. Also notice that
for the proposed case study the optimal periodic operation
is known to yield a larger productivity than any steady-state
operation yields, as shown in [23]. Moreover, the specific
growth rate model µ is highly nonlinear, which renders the
above optimal control problem a small scale but still non-
trivial case study for Economic MPC.

B. Numerical Results

The continuous time OCP is discretized using N = 20
shooting intervals over the prediction horizon [t, t + 48]. In
each shooting interval, the simulation of the ODE system is
performed using an explicit Runge-Kutta method of order
4. We use a fixed step size of 0.8h. Figure 1 shows the
closed-loop trajectories for a simulation over 288 hours of
the resulting EMPC controller. The algorithm is initialized at
an economically optimal periodic solution, but a significant
jump in the states is introduced at the time point of 144 hours
to illustrate its performance. This perturbation of the states
could be the result of an external influence on the process, for
example, if additional liquid is being poured into the tank.

In this case, Figure 1 shows that a new optimal orbit with
the same productivity is found directly after the event. The
solid lines denote the actual simulation results, while the
dotted lines correspond to the original optimal orbit. The
dashed lines in the figure indicate the different bound values.
Except for the graph of the product concentration P , where
the dashed line shows a scaled version of the economic
objective value over time. This confirms that there occurs
no visible jump in the average productivity. Such behavior
would be difficult to achieve using a formulation with a
terminal constraint instead of a periodicity constraint. In fact,
it would not even be clear how to impose such a terminal
constraint, since the optimal performance manifold X∗ is
in our example highly non-trivial and contains more than
one—possibly infinitely many—optimal orbits.
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TABLE III
COMPUTATION TIMES FOR EXACT HESSIAN BASED RTI.

TSP scheme FOA scheme

integration 64 µs 138 µs
condensing 15 µs 15 µs
mirroring 16 µs 16 µs
qpOASES 60 µs 60 µs

RTI step 155 µs 229 µs

The entire EMPC scheme in Algorithm 3 is code generated
by ACADO, resulting in efficient self-contained C-code.
Table III presents the average computation times for the
different components during one iteration of the algorithm.
Note that one time step of the exact Hessian based RTI
scheme takes on average merely 155 µs, with a maximum
of 193 µs. Considering the time scale of our illustrative
example, this computational performance might be unnec-
essary. But it is important to stress that this non-trivial
real world benchmark merely serves as a first illustration
on simulation level. Hence, these results pave the way for
the real-time feasibility for larger scale systems as well as
systems with much faster dynamics. Table III also includes a
comparison of the proposed symmetric three sweeps Hessian
propagation scheme (TSP) versus the classical forward-over-
adjoint (FOA) scheme. Interestingly, the symmetric scheme
yields a speedup factor of more than 2. Moreover, recall from
Table I that the TSP scheme is also much more memory
efficient than the classical approach.

VII. CONCLUSIONS

In this paper we have presented a real-time version of
an exact Hessian based SQP method for Economic MPC.
The algorithm is based on a novel symmetric AD scheme
for both time and memory efficient propagation of second
order derivatives. In addition, a Hessian mirroring technique
is proposed to ensure convexity of the QP subproblems.
This paper comes along with a freely available extension
of ACADO Toolkit [14] which allows efficient C-code
generation for EMPC. The software performance has been
illustrated using a real-world economic OCP problem from
the field of bio-chemical engineering, for which a speedup
of a factor more than 2 was shown in the CPU time for
integration and Hessian computation.
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