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Summary. In this chapter we provide a tutorial on state of the art numerical
methods for state and parameter estimation in nonlinear dynamic systems. Here,
we concentrate on the case that the underlying models are based on first-principles,
giving rise to systems of ordinary differential equations (ODEs). As a general intro-
duction the different dynamic model types, the generic modeling cycle and several
approaches for dynamic optimization, i.e., optimization problems with dynamic sys-
tems as constraints, are briefly mentioned. Then, the estimation problem is posed
as a maximum likelihood dynamic optimization problem. Afterwards, we review
Multiple Shooting techniques and generalized Gauss-Newton methods for general
least-squares and L1-norm optimization problems and discuss the benefits of the
recently developed Lifted Newton Method in the context of state and parameter es-
timation. Finally, we present an illustrative example involving the estimation of the
states and parameters of a pendulum using the freely available software environment
ACADO Toolkit in which many of the discussed algorithms are implemented.

1 Introduction

Mathematical models and simulations are nowadays indispensable tools for
the analysis, design, operation and optimization of a huge number of engi-
neering processes. Many of these processes are intrinsically dynamic in nature,
i.e., properties and variables vary over time, giving rise to dynamic models.
However, before the models can be employed in practice for the above men-
tioned purposes, a model calibration is required, i.e., estimating the unknown
parameters and unmeasured states based on experimental data.

† Corresponding Author
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1.1 What are the different classes of dynamic models?

In general, dynamic models can be classified according to the amount of
a-priori knowledge about the dynamic process that is incorporated [16].
White-box or first-principles models start from the physical, chemical, bi-
ological, . . . mechanisms and principles underlying the process. Due to the
conservation laws in nature, typically balance type of equations are involved
giving rise to systems of differential equations. Alternatively, black-box or data

driven models are based on generic mathematical relations which can flexibly
be adapted to predict the observed process input output behavior, without
looking into the underlying process. First-principles models allow an easier
interpretation and insight in the process and have a validity domain that of-
ten largely surpasses the region from which the experimental data have been
taken. In contrast, data driven models are often preferred whenever a first-
principles approach would require too much experimental and modeling effort
or when the underlying process mechanisms are too complex or unclear. How-
ever, there exists no strict separation between the model classes. In practice
often grey box models are employed, as they combine the best of both worlds,
i.e., a mechanistic backbone for the process fundamentals with empirical cor-
relations for the complex side phenomena. In the current chapter, we focus on
dynamic models described by differential equations, which in practice can in-
clude both white-box and grey-box models. Nevertheless, the estimation of the
unknown parameters and unmeasured states for these dynamic models can be
challenging, not only due to the dynamic nature but also due to nonlinearities
which may often be present [43].

1.2 How to calibrate models? The modeling cycle.

Dynamic models exhibit to two main characteristics: a model structure and
model parameters. Under the assumption that a correct model structure is
selected for the underlying dynamic process, only the model parameters need
to be estimated, which can be done according the general modeling procedure
or so-called modeling cycle [4, 25].

A schematic view is given in Figure 1. First, an initial experiment is per-
formed. Based on these experimental data the model parameters can be es-
timated. This model calibration involves an optimization procedure in order
to select the parameter values which minimize the differences between the
model predictions and the measurements. Then, it is evaluated whether or
not the calibrated model performs satisfactorily. If so, the model is ready to
be employed, otherwise the collection of additional data and a re-estimation
of the parameters is needed. Moreover, the novel experiments can be carefully
designed using Optimum Experimental Design techniques in order to increase
the information content of the experiments and, hence, limit the experimen-
tal burden as much as possible [3, 4, 17]. If the re-estimated model performs
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satisfactorily, the modeling cycle is exited, otherwise the loop has to be re-run
until a satisfactory result is obtained.

For dynamic models, it should be noted that not only the parameters are
estimated, but that also continuous estimates for the states are returned (in
contrast to the experimental data which are only measured at specific time
instants). The described modeling cycle is mainly applicable for processes
where the estimation can be performed off-line, i.e., a specific experimental
run is used to derive a process model, which will be used afterwards (e.g.,
modeling the growth of micro-organisms in a bioreactor [5, 39]). However, as
it is not always possible to perform a dedicated experimental run, parame-
ter re-estimation may have to be carried out on-line, i.e., during the regular
process operation (e.g., in Model Predictive Control applications [44, 45]). In
the latter case, the procedures and algorithms are intrinsically highly similar.
However, the possibilities for iterating on the modeling cycle and designing
optimal experiments are much fewer, and also real-time constraints, demand-
ing a completed re-estimation within a fixed and short time interval may be
present.

Initial experiment

Designed

experiment    Data

collection

Estimation    ?

   Optimum Experimental Design

   Data

collection

  YES

  NO

Model performs

satisfactorily?
Use model 

Fig. 1. The modeling cycle [25].

1.3 Approaches for the optimization of dynamic systems

As mentioned in the previous section, model calibration involves optimization.
The presence of the dynamic system yields so-called dynamic optimization
or optimal control problems. Numerical methods for solving optimal control
problems are generally classified into two categories, direct and indirect ap-
proaches (see, e.g., [38]). Methods of the latter class try to find solutions
according to Pontryagin’s Minimum Principle [30], i.e., the first-order neces-
sary conditions for optimality, while techniques of the former class convert the
original infinite dimensional optimal control problem into a finite dimensional
Nonlinear Programming problem (NLP) via discretization. However, most dy-
namic optimization problems are nowadays solved by direct approaches.
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Sequential approaches: Single Shooting

In Single Shooting [34, 40, 41] only the time-varying parameters are dis-
cretized, most often using piecewise polynomials. For each parametrization
the differential equations are solved using a standard integration algorithm,
and the objective function is evaluated. The parameter values are then up-
dated employing a standard optimization algorithm. Hereto, most often a
deterministic, sequential quadratic programming (SQP) routine is employed.
Consequently, the solution of the differential equations and the minimization
are decoupled, and proceed sequentially within one iteration step of the opti-
mizer. As these methods provide a correct solution to the differential equations
during all iterations, they are also known as feasible path methods.

The most important advantage of the sequential approach is its straight-
forward implementation resulting in rather small-scale NLPs. However, the
sequential approach may be slow, especially in the presence of path constraints
on the states, since these constraints cannot be enforced directly.

Simultaneous approaches: Multiple Shooting and Orthogonal

Collocation

Simultaneous approaches discretize both the control and the states. Conse-
quently, the simulation and optimization are performed simultaneously in the
space of both the discretized controls and states, yielding a large-scale NLP
which requires tailored numerical methods. Since in this case the differential
equations are only satisfied at the solution of the optimization problem, these
methods are also called infeasible path methods.

Two different approaches exist: Multiple Shooting [11, 23] and Orthogonal
Collocation [6, 7]. In the former case, the total integration range is split into
a finite number of intervals on which integration of the states is continuous.
The value of the control and the initial value of the states in each interval
are chosen by the NLP-solver in each iteration while trying to ensure the con-
tinuity of the states between the different intervals. In the latter case, also
the states are fully discretized based on (orthogonal) polynomials. Hence, the
minimal objective value has to be found while satisfying the discretized differ-
ential equations. Clearly, Multiple Shooting and Orthogonal Collocation allow
a more direct enforcement of the state constraints. However, the size of the
NLPs significantly increases, requiring tailored optimization algorithms that
exploit the problem’s structure and sparsity. Obviously, the largest but also
sparsest NLPs are encountered with Orthogonal Collocation. Consequently,
most often Interior Point [42] and partially reduced SQP methods [23, 24] are
employed for Orthogonal Collocation and Multiple Shooting, respectively. In
view of parameter estimation, simultaneous approaches form a natural choice
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because the measurements of the states can directly be used for initializing
the discretized problem.

This chapter is organized as follows: In Section 2 we start with a gen-
eral introduction on the modeling with differential equation systems while
the generalized Gauss-Newton method is discussed in Section 3. In Section 4
we discuss lifted Newton techniques for parameter estimation. Finally, Sec-
tion 5 introduces the software ACADO toolkit in which many of the discussed
algorithms are implemented.

2 Maximum Likelihood Estimation for Differential

Equation Models

In this section, we introduce the class of parameter estimation problems, we
are concerned with. As outlined in the introduction, we are interested in mod-
els describing the feasible behavior B by a dynamic system:

B :=
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∀t ∈ [0, T ] :

ẋ(t) = f(t, x(t), w(t), p)

0 = r(x(0), x(T ), p)

0 ≥ s(t, x(t), w(t), p)























.

In this notation, x(·) is the state of the dynamic system, while w(·) and p are
unknowns which influence the dynamics. Here, we distinguish between the
time varying parameters w(·) and the time-constant parameters p. The aim
is to discuss strategies for choosing a ξ ∈ B which maximizes the likelihood
function of a family of given probability distributions ϕ(ξ, ·) evaluated at a
given measurement η ∈ R

nη . Here, the probability functions ϕ : R
nη ×B → R

are assumed to be given. In practice, it is often more convenient to work with
the logarithm of ϕ leading to maximum likelihood estimation problems of the
form

min
ξ

− log (ϕ(ξ, η)) s.t. ξ ∈ B . (1)

Let us remark on some practical aspects of the above formulation.

2.1 Interpretation of Given Prior Information

Note that the set B can be chosen in such a way that it contains most of
our prior information on the states x(·), time-varying parameters w(·), and
time-constant parameters p which we would like to estimate. Typically, the
physics of the system is modeled in the right-hand-side function f : R ×
R

nx × R
nw × R

np → R
nx containing the dynamic equations. In fact, the
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first principles which we are using to model our system can be interpreted
as a prior information which we have obtained from someone else who has
identified these physical laws before. However, note that almost all models
come along with a feasible domain to be included in the equality and inequality
functions r : R

nx×nx×np → R
nr , and s : R × R

nx×nw×np → R
nh . Here, the

equality 0 = r(x(0), x(T ), p) can not only express given information on the
initial state but also coupled boundary information. For example, if an open
loop stable system is measured while being in its periodic steady state, we
might include the information that the system is periodic in order to improve
our estimate. Summarizing this argumentation, a first principle model is not
only described by the dynamic system f . Rather, the behavior B is for us a
synonym for a first principle model.

2.2 Smoothing Heuristics

So far, we have not required any further assumptions on the functions f ,r, and
h. However, for the algorithm which we discuss in this article f ,r, and h are
assumed to be sufficiently often differentiable in their arguments. Here, the
crucial point is that most algorithm will require that f is smooth - with the
only exception that non-smoothness of f in its first argument, the time t, can
be reformulated into a smooth problem by re-defining time-intervals provided
that the non-smoothness is explicitly known. In practice, the main source of
non-smoothness seems to arise from “look-up tables” which are common in
certain branches of engineering. In this case we recommend to apply smoothing
heuristics. One way is to fit the look-up table with a smooth function. However,
from the perspective of the numerical algorithm, only f : Ω → R

nx and its
derivatives are evaluated which suggests to apply the smoothing to the original

non-smooth function
∼

f directly, i.e.

∀ (ω1, ω2) ∈ Ω1 × Ω2 : f(ω1, ω2) :=

∫

Ω2

∼

f (ω1, ω
′
2) τ(ω2, ω

′
2) dω′

2 .

Here, we have summarized the arguments of f in one variable ω ∈ Ω dividing
the domain Ω into the subspaces Ω1 and Ω2 which summarize the spaces of
variables which enter f smoothly and non-smoothly respectively. Here, τ is a
suitable smooth relaxation of the Dirac-distribution acting as a filter function
such that f is smooth and its derivatives are known as

∂α
ω2

f =

∫

Ω2

∼

f (ω1, ω
′
2) ∂α

ω2
τ(ω2, ω

′
2) dω′

2 .

From a numerical point of view, the above filter approximation might be
recommended for the case that a non-smooth look-up table enters f but nu-
merical errors should be kept small. On the other hand, if efficiency is more
important than the numerical, the above smoothing heuristic might be too
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expensive for differentiable
∼

f as higher order quadrature rules can not be

applied in this case leading to many evaluations of
∼

f for one evaluation of f .
In other cases absolute values or ramp functions are a source of non-

smoothness. In this case approximation tricks like
√

x2 + ǫ ≈ abs(x)

for some small ǫ > 0 are applied. Clearly, all these smoothing strategies are of a
rather heuristic nature but the influence of the corresponding approximation
errors can often be estimated in a linear approximation. Finally, we note
that switching model behavior, when essential, can and should be treated by
suitable numerical methods for switched dynamic systems [15, 21].

2.3 The Importance of Convexity

We say that a model is convex if the associated set B is convex. Unfortu-
nately, for estimation problems with dynamic systems convexity can often
only be obtained if the function f is linear in all its variables. However, once
the convexity of the set B is established, the optimization problem (1) is typ-
ically also convex - at least if we think of common probability distributions
such as Gaussian distributions. For an overview of convex parameter estima-
tion formulations we refer to [14]. In this chapter, we are rather concerned
about general nonlinear and consequently most often non-convex problems.
For the case that the parameters enter affinely there exist still global opti-
mization approaches [12, 13]. However, for completely non linear problems an
appropriate initialization strategy for the numerical algorithms should be used
- e.g. by applying a lifted Newton method as we will discuss in Section 4.2.

2.4 Estimation of Time-Varying Parameters

In many practical situations the physical control input which is applied to
the system is not exactly known. This might be due to the fact that the
physical input quantity might not exactly coincide with our input, or because
the input is only measured and must be estimated, too. Here, it is advisable
to distinguish between the physical control input u and the measured input
u + w which might be affected by the input noise w to be regarded as a time-
varying parameter. However, the noise in the control input u might not be the
only uncertainty which is not included in the plain first-principles model. One
common approach to robustify an estimate with respect to such a knowledge
about uncertainties is to assume that the model is modified by an additional
time dependent offset

f(t, x(t), w(t), p) := ffirst principle(t, x(t), p) + w(t) (2)

which would model an additive uncertainty on the given first principle function
ffirst principle. Analogously, the equality and inequality constraints could be
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robustified as well. Unfortunately, it is in practice often not clear how to
weight between model uncertainty and measurement errors. In a heuristic
formulation the objective

−log (ϕ(x(·), p, η)) + γΦ(w)

is minimized where Φ is typically a convex penalty weighted with a heuristic
scaling factor γ. Another formulation uses multi-objective optimization [26,
27] to discuss the weighting between robustness and nominal optimality in
a more systematic way. Note that the above nonlinear formulation can be
interpreted as a generalization of Kalman filters, where typically an additive
white noise to a linear system is taken into account.

2.5 Least Squares Terms versus l1-Norms

The most common assumption about the probability distribution ϕ is that
the measurements have Gaussian distribution, which leads to least squares
objectives of the form

−log (ϕ(ξ, η)) =

N
∑

i=1

‖Σ− 1

2 (h(ti, x(ti), p) − ηi) ‖
2
2 − log(C).

Here, C is only a scaling constant which can be set to 1 in our context as
it does not affect the minimization. Moreover, h : R × R

nx × R
np denotes a

smooth measurement function. However, for different settings another com-
mon assumption is that

−log (ϕ(ξ, η)) =

N
∑

i=1

‖Σ− 1

2 (h(ti, x(ti), p) − ηi) ‖1 − log(C)

which leads to l1-norm estimation problems. Note that in both cases the objec-
tive is convex if h is linear in its arguments. Although the estimation problem
might still become non-convex if B is non-convex, a local minimizer can be
guaranteed to be globally optimal if the optimal value is 0 for C = 1, i.e. if
we have a local minimizer which leads to a perfect fit. The other way round,
0 is a lower bound on the objective which might help us to assess optimality
of a local minimizer. However, we recognize already at this point that global
optimality is not the only thing we are interested in as we might also ask the
question how good our estimate for the states, controls and parameters is.
This question will be addressed in the next section.

Note that in practice, the choice of the norm is not always motivated by
a stochastic argumentation. For example if information about the probability
distribution of the errors at the sensors is completely lacking, we can only use
an empirical choice. Here, the main motivation for l1-norms is typically that
it does not weight outliers strongly as the squared l2-norm does. For good
survey of this and other practical heuristics we refer to [10, 14].



Numerical Methods for Parameter Estimation 9

3 Generalized Gauss-Newton Methods

In order to solve general nonlinear parameter estimation problems of the
form (1) most algorithms pass through two stages. First, the continuous prob-
lem is discretized and transformed into a nonlinear program. And second,
the discrete nonlinear optimization problem is solved locally. This strategy is
known as the direct method which is in contrast to indirect methods based
on the Pontryagin principle, which is nearly never used for parameter esti-
mation (a notable exeption is [28]). As mentioned before, examples for direct
discretization methods are Single- and Multiple Shooting [11] as well as Col-
location techniques [6]. While this comment holds for general optimal control
problems, we are in this chapter mainly interested in least squares problems,
i.e. in the case that the discrete problem takes the form

min
y

‖F (y) ‖2
2 s.t.

{

G(y) = 0

H(y) ≤ 0
,

where y ∈ R
ny summarizes the degrees of freedom in the discretized version of

the problem (1). For the moment, we assume here that we work with Gaussian
distributions.

The generalized Gauss-Newton method, as originally proposed in [8], starts
from an initial guess y0 and generates iterates of the form y+ = y+α∆y where
∆y solves the QP

min
∆y

‖Fy∆y + F ‖2
2 s.t.

{

Gy∆y + G = 0

Hy∆y + H ≤ 0
.

Here, we have used the short hands F := F (y), Fy := ∂yF (y), G := G(y),
Gy := ∂yG(y), H := H(y) and Hy := ∂yH(y).

Note that the above generalized Gauss-Newton method will in general
converge with a linear rate only. However, if either the non-linearity of the
functions F,G, and H is small or if the objective value in the optimal solution
is close to zero, we can expect a reasonable convergence behavior [8]. Here,
the main advantage of the Gauss-Newton method is that no second order
derivatives are needed while the subproblems are convex by construction.

Finally, we outline that the Gauss-Newton method can be embedded into
a more general class of methods which might be called sequential convex op-
timization techniques [31]. For example, if the above method which is trans-
ferred for the l1-norm case:

min
y

‖F (y) ‖1 s.t.

{

G(y) = 0

H(y) ≤ 0
,
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This problem is solved iteratively as above but by generating the steps ∆y by
solving sub-problems of the form

min
∆y

‖Fy∆y + F ‖1 s.t.

{

Gy∆y + G = 0

Hy∆y + H ≤ 0
.

The convergence properties of such 1-norm methods have intensively been
studied in [10]. In [31] this approach is generalized further for other convex
objective and constraint functions.

Let us assume that the above methods are successful and that we have
found the optimal solution

y∗(ǫ) := argmin
y

‖F (y) + ǫ ‖ s.t.

{

G(y) = 0

H(y) ≤ 0
(3)

for ǫ = 0. The question that arises next is how we can assess the quality of the
estimate. This a posteriori analysis can for nonlinear problems become very
expensive as the optimal estimate y∗(ǫ) depends nonlinearly on the measure-
ment noise ǫ. However, under the additional assumption that the measurement
error is small, we may analyze the map y∗ in a linear approximation. Here,
we need to check first that y∗ is differentiable with respect to ǫ. Fortunately,
this differentiability can be guaranteed under some mild regularity conditions
which are known from Robinson’s generalization of the implicit function the-
orem [32, 33]. Thus, we may assume that y∗ is differentiable at the given
measurement ǫ = 0 and we denote its derivative at this point by y∗

ǫ . Now,
we can formally compute the covariance matrix of the estimate in a linear
approximation:

E

{

(y∗ − y) (y∗ − y)
T
}

.
= y∗

ǫ Σ (y∗
ǫ )T =: C . (4)

Note that C can easily be computed from the solution of the QP (3) in the
optimal solution as this QP can already be interpreted as a linear approxima-
tion of the original nonlinear program. For details of this approach, we refer
to [8].

In the field of Optimum Experimental Design [2] for nonlinear systems, the
aim is to optimize the covariance of the estimate provided that we have an
input u ∈ U which can be designed in order to obtain more information from
the measurements. In this case, the covariance matrix C can be regarded as a
function in u, such that we can ask the input which minimizes a certain scalar
quality measure Φ(C) e.g. the determinant, trace, or the maximum eigenvalue
of C. Again, the resulting optimization problems are non-convex, but in some
cases it is enough to find locally optimal inputs which can lead to solutions
that work well in applications [3, 4, 17, 22].
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4 Schlöder’s Trick or the Lifted Newton Type Method

for Parameter Estimation

In this section, we would like to come back to two aspects of nonlinear pa-
rameter and state estimation: first, we have to address the question how to
discretize the dynamic system and second how to initialize the Gauss-Newton
or other methods which find local minimizers. For both questions Lifted New-
ton Methods can be a suitable tool. The idea of lifted Newton methods, which
we refer to in this context, has originally been developed by Schlöder in [36].
More recently, a generalization of this idea was published in [1] under the name
“Lifted Newton Method”. In this article, we present the Schlöder’s method
from the perspective of inexact SQP methods. The method is tailored for pa-
rameter and state estimation problems where the state is measured while the
initial value condition r(x(0), x(T )) = x(0) − x0 = 0 is given.

4.1 Modular Forward Lifting Techniques

Let us first briefly recall the idea of Multiple Shooting: we assume that we
divide the time horizon [0, T ] into N intervals 0 = t0 < t1 < . . . < tN
with associated state discretization point s0, . . . , sN and a piecewise constant
discretization w0, . . . , wN−1 of the time-varying parameters. Regarding the
solution of the differential system

∀t ∈ [ti, ti+1] : ẋ(t) = f(t, x(t), wi, p) with x(ti) = si

at the time ti+1 as a function Xi(si, wi, p) := x(ti+1) in the discrete variables
si, wi, p, we require the matching conditions

G(y) :=





















s0 − x0

s1 − X0(s0, w0, p)

s2 − X1(s1, w1, p)

...

sN − XN−1(sN−1, wN−1, p)





















(5)

to be satisfied. Here, we assume that f is chosen in such a way that the maps
Xi are unique and sufficiently often differentiable. Note that these functions
can numerically be evaluated by using a suitable integrator. In the Multi-
ple Shooting technique the variables s0, s1, . . . sN are not eliminated from the
NLP which is in contrast to Single Shooting methods. One major advantage
of this formulation is on the one hand that the non-linearity of the problem
might be reduced as observed in [29] and in [9] and theoretically investigated
in [1]. On the other hand, a second advantage in the context of parameter
and state estimation is that in the case of state measurements very natural
initialization points for s0, . . . , sN are available which are ideally set to the
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measurements for the states. In practice, this initialization can be the main
trick such that the algorithm converges safely to a local minimizer which could
be global or gives at least a good fit. Even if we can not prove anything for
general nonlinear problems, it can be shown that for parameter affine, but
nonlinear problems, one step convergence can be achieved in the absence of
measurement errors, independent of the parameter initialization [12, 13, 37].

Note that the lifted Newton method in the context of Multiple Shooting
amounts to a different way of computing the derivatives known as Schlöder’s
trick [1, 36]. In [1] another advantage of lifted Newton methods is shown for
the case that only a few free parameters or controls should be estimated while
the state dimension is large. We shall see below that the lifting approach will
typically lead to significant savings in terms of sensitivity computation time
if the condition

N + 1

2
nw + np + 1 ≪ nx + nw + np (6)

is satisfied as has been first shown by [35]. Indeed, for a Gauss-Newton method
we can expect that we do not need to compute all derivative directions of the
functions X0, . . . ,XN−1 with respect to the variables s0, . . . , sN as these vari-
ables could even be eliminated in a Single Shooting approach. The interpre-
tation of lifted Newton methods in this paper assumes that the computation
of the derivatives of X0, . . . ,XN−1 is much more expensive than solving the
sparse QP of the form (3) in each iteration of the Gauss-Newton method.

Recall that inexact SQP type methods would replace the matrix Gy =

∂yG(y) in the QP (3) with an approximation Ĝy ≈ Gy. In our context, we
are interested in a particular approximation of the form

Ĝy :=











1 0 . . . 0 0 . . . 0 0

−Ĝ0
x 1 . . . 0 G0

w . . . 0 G0
p

...
. . .

. . .
...

...
. . .

...
...

0 . . . −ĜN−1
x 1 0 . . . GN−1

w GN−1
p











.

Here, Gi
w := ∂wXi(si, wi, p) and Gi

p := ∂pXi(si, wi, p) (for i ∈ {0, . . . , N −1})
are exact derivatives but

Ĝ0
x := 0 and Ĝi

x := ( ∂sXi(si, wi, p)Ai ) A
†
i (7)

(for i ∈ {1, . . . , N −1}) uses only some directional derivatives of Xi which are
stored in the matrix Ai ∈ R

nx×mi . Note that for a small number of directions
mi ≪ nx the pseudo inverse A

†
i can cheaply be computed. For general inex-

act SQP methods we need at least one adjoint derivative to repair the error
in the stationarity conditions which is made by the approximation. However,
we will see that this is not needed if we choose the directions Ai properly.
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For example if Ai is the unit matrix the above approximation would be ex-
act, but we are interested in the question whether we can also choose mi < nx.

Using the notation Gi
x := ∂sXi(si, wi, p) and bi := si+1 − Xi(si, wi, p) we

choose for Ai the matrix

Ai :=
(

E0
i−1 , . . . , Ei−1

i−1 , Fi−1 , di−1

)

(8)

where the matrices are defined via the condensing recursion d0 = 0, di+1 =
Gi

xdi + bi, F0 = 0, Fi+1 = Gi
xFi + Gi

p and E
j
i+1 = Gi

xE
j
i with Ei,i = Gi

w.
Computing the entries of Ai recursively by means of automatic differentiation
in forward mode, we need to compute

mi = i nw + np + 1

derivative directions of Xi on the i-th Multiple Shooting interval. Assuming
that the time for computing a derivative direction of Xi is approximately
the same for all intervals i, we may estimate the total cost of computing
sensitivities as

N
∑

i=1

mi =
N(N + 1)

2
nw + Nnp + N . (9)

This cost needs to be compared to the cost N(nx + nw + np) which we would
have to invest if we had to compute the matrices Gi

x completely. This com-
parison leads to the condition (6) for which Schlöder’s trick can be expected
to lead to savings in the time for computing sensitivities.

Note that due to the construction of Ĝy we can simply replace Gy in the

QP (3) by its approximation Ĝy obtaining a completely equivalent QP. This
can easily be checked using

Ĝi
x Ai =

(

Gi
x Ai

)

A
†
i Ai = Gi

x Ai (10)

as we may use that AiA
†
i Ai = Ai. Finally, we should mention that in [1] a

programming trick was suggested which avoids the explicit construction of the
sparse QP (3) obtaining directly a condensed version. However, in this paper,
as in [35, 36], we prefer to construct the matrix Ĝy as it recovers modularity.
Indeed, an implementation of the modularly lifted Newton method in the ver-
sion presented above requires only to replace the matrix Gy by Ĝy without
touching the actual implementation of the Gauss-Newton method. Now, it
does not matter which QP solver is used in behind, i.e. the implementation
of the sparse QP solver and the derivative generation are completely inde-
pendent. The price to be paid for this modularity is only some linear-algebra
overhead which is usually negligible compared to the cost of derivative gener-
ation for applications which satisfy the condition (6).
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4.2 Automatic Backward Lifting Techniques

In the last section we have mainly concentrated on the case that the deriva-
tives for the lifting variables are computed in forward mode. It is of course
also possible to transfer the idea of lifting by computing one backward and
one forward direction in order to construct a condensed version of the QP. As
we shall see the backward lifting strategy will require one additional forward
derivative to expand the primal solution of the dense QP - similar to forward
lifting techniques where we would need an additional backward sweep if we
are interested in an expansion of the multipliers.

In this section, we simplify our notation slightly in order to work out the
main idea while generalization can later be derived: first we are in our consid-
eration concerned about the case np ≫ 1, possibly even np ≫ nx, i.e. we want
to estimate many parameters. Thus, it not so crucial to distinguish between
controls and parameters - we can simply regard the controls as parameters,
too, as soon as we have discretized the system as it does not matter for the
backward differentiation how many parameters our functions depend on. The
backward method is especially beneficial if we have only a few constraints or
even no constraints beside the dynamic residuum G(y) = 0. Here, G is defined
in equation (5). In this simplified setting without constraints and for smooth
objectives (which excludes l1-type cost functions), the optimization can be we
written as

min
y

Φ(y) s.t. G(y) = 0 , (11)

with Φ summarizing the objective and y := (sT , pT )T , s := (sT
0 , . . . , sT

m)T .
Recall that for Single Shooting the variable s is eliminated or regarded as
a function in p, such that the derivatives of the Single Shooting objective
Φ(s(p), p) can efficiently be computed by automatic differentiation in back-
ward mode. We are asking the question whether this efficient differentiation
technique can also be rescued for the case that we like to keep the Multiple
Shooting lifting nodes s in the NLP.

The key idea is to recognize that the linearized condition Gy∆y +G = 0
can be used to eliminate ∆s in dependence on ∆p, i.e. we get a linear relation
of the form

∆s = Z ∆p + z ⇔ Gy∆y + G = 0

where the matrix Z ∈ R
(N+1) nx×np and the vector z ∈ R

(N+1) nx are defined
such that the above equivalence holds. We are interested in the condensed
objective gradient

g :=
[

∂sΦ(s, p) + zT Hsp

]

Z + ∂pΦ(s, p)

with the aim to solve the unconstrained minimization problem
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min
∆p

1

2
∆pT K ∆p + g ∆p (12)

with K := Hpp + ZT HssZ and a suitable choice of the Hessian matrix

H =

(

Hss Hsp

HT
sp Hpp

)

,

which we will discuss later. Thus, we would like to compute the condensed
backward derivative µT Z where we use the definition

µ := (µ0, . . . , µN ) := ∇sΦ(s, p) + zT Hsp

to denote the seed. Here, z can be computed iteratively, by computing one
forward direction on each of the Multiple Shooting intervals. Clearly, µT Z can
also be computed iteratively once z is known, requiring only one backward
sensitivity direction on each interval:

σN := µN σi := σi+1G
i
x + µi

νi := σi+1G
i
p and finally µT Z =

∑

i νi .

Note that the choice of the Hessian matrix H is of course crucial for the
performance of the method. Unfortunately, Gauss-Newton Hessian approx-
imations are in this case not advisable, as we would have to compute an
approximation of the projected Hessian term ZT HssZ. However, there are
various other possibilities: for example a direct approximation of K (or its
inverse) with BFGS updates is perfectly applicable [18, 35]. Also an compu-
tation of the exact Hessian is possible. In this case, a projection is required
to ensure that K is always positive definite. Finally, we remark that the solu-
tion ∆p of the unconstrained condensed problem must be expanded to apply
the step s+ = s + α∆s. Here, one additional forward direction of Z must be
computed to obtain ∆s = Z∆p + z. Thus, we need 3 sensitivity directions in
total in each lifted Newton iteration.

Why is the backward lifting technique beneficial for parameter estimation
problem, if does not make sense to use it combination with Gauss-Newton
Hessian approximations? The answer is practical: because parameter estima-
tion problems come often in a form where the dynamic system is the only
constraint or at least the dimension of the constraint H is small. For the
latter case the method is easily generalized requiring nH +1 backward deriva-
tives and 2 forward derivatives on each Multiple Shooting interval, i.e. nH +3
directions in total. A strong point of the backward lifting method is that it
can deal with very large numbers of both: states and parameters.
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5 State and Parameter Estimation with ACADO Toolkit

In this section we review the software ACADO [20] which implements tools for
automatic control and dynamic optimization. It provides a general framework
for using a great variety of algorithms for direct optimal control, including
model predictive control and, in particular, state and parameter estimation.
ACADO Toolkit is implemented as self-contained C++ code, while the object-
oriented design allows for convenient coupling of existing optimization pack-
ages and for extending it with user-written optimization routines. Note that
the package can be downloaded from [19].

In ACADO direct methods, as explained in the previous sections, are im-
plemented. Of the three algorithms discussed in this paper, “Multiple Shoot-
ing, forward lifting, backward lfitng”, only the first two are implemented so
far. Here, several software levels are available: first ACADO comes along with
a symbolic syntax which allows convenient modeling using first principles
techniques. This symbolic syntax is based on the C++ operator overloading.
The benefit of this way of implementing right-hand side functions of differ-
ential equation, constraints or objectives is that e.g. automatic detection of
dependencies and dimensions, automatic as well as symbolic differentiation,
convexity detection etc. are available. An example for setting up a simple toy
parameter estimation problem is shown in the code Listing 1. The correspond-
ing problem can mathematically be notated as a least squares problem

minimize
φ(·),α,l

∑10
i=1 (φ(ti) − ηi)

2

subject to:

∀t ∈ [0, T ] : φ̈(t) = − g
l
φ(t) − αφ̇(t)

0 ≤ α ≤ 4

0 ≤ l ≤ 2

. (13)

Here, a simple pendulum is regarded, which consists of the state φ repre-
senting the excitation angle and the state φ̇ denoting the angular velocity. The
constant g = 9.81 is the gravitational constant while the friction coefficient α

and the length l of the cable are only known to lie between certain bounds.
We assume that the state φ has been measured at several times.

The problem can be solved with the data file shown in the left part of
Figure 2 while the result for the estimated state is shown in the upper right
part of this figure. Note that the parameter estimation algorithm chooses by
default a Gauss-Newton SQP method using the structure of the least-squares
objective. The result for the parameter estimation is shown in the lower right
part of Figure 2. Note that the computation of the standard deviations

√

Ci,i



Numerical Methods for Parameter Estimation 17

Listing 1. An implementation of a parameter estimation in ACADO

int main ( ){

D i f f e r e n t i a l S t a t e phi , dphi ; // the s t a t e s of the pendulum
Parameter l , alpha ; // i t s l eng th and the f r i c t i o n
const double g = 9.81 ; // the g r a v i t a t i ona l constant
Di f f e r en t i a lEqua t i on f ; // the model equat ions
Function h ; // the measurement funct ion

// −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
OCP ocp ( 0 . 0 , 2 . 0 ) ; // construct an OCP
h << phi ; // the s t a t e phi i s measured
ocp . minimizeLSQ ( h , ”data . txt ” ) ; // f i t h to the data

f << dot ( phi ) == dphi ; // a symbolic implementation
f << dot ( dphi ) == −(g/ l ) ∗ s i n ( phi ) // of the model

−alpha ∗ dphi ; // equat ions

ocp . subjectTo ( f ) ; // so l ve OCP s . t . the model ,
ocp . subjectTo ( 0 .0 <= alpha <= 4.0 ) ; // the bounds on alpha
ocp . subjectTo ( 0 .0 <= l <= 2.0 ) ; // and the bounds on l .

// −−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−

ParameterEstimationAlgorithm algor i thm ( ocp ) ;
a lgor i thm . s o l v e ( ) ;

return 0 ;
}

ACSII file “data.txt” containing the
measurements:

TIME POINTS MEASUREMENTS
−−−−−−−−−−− −−−−−−−−−−−−
0.00000 e+00 1.00000 e+00
2.72321 e−01 nan
3.72821 e−01 5.75146 e−01
7.25752 e−01 −5.91794e−02
9.06107 e−01 −3.54347e−01
1.23651 e+00 −3.03056e−01
1.42619 e+00 nan
1.59469 e+00 −9.64208e−02
1.72029 e+00 −1.97671e−02
2.00000 e+00 9.35138 e−02 The f i t t i n g r e s u l t s :

−−−−−−−−−−−−−−−−−−−−
l = 1.001 e+00 +/− 1 .734 e−01
alpha = 1.847 e+00 +/− 4 .059 e−01

Fig. 2. Data file containing the measurements as well as the fitting results obtained
by the Gauss-Newton method applied to problem (13). The “nan” values in the data
file are automatically ignored.
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of the parameter estimates is based on a linear approximation of in the optimal
solution as discussed in Section 3, i.e. the matrix C is defined by equation (4).

Note that in ACADO operators such as +,-,*,sin etc. are overwritten
and the whole function tree of the dynamic equations, objective and con-
straints is stored. Now, the user does not need to provide any dimensions or
other dependency information about the functions as this can be detected
inside.

The second level of ACADO tools are integration routines. Here, several
Runge-Kutta as well as BDF integrators are available in order to also deal
with stiff systems. Note that the ACADO integrators come along with inter-
nal automatic differentiation and are also available as a stand-alone package.
The third level of tools implements discretization schemes such as Multiple
Shooting while the fourth level implements optimization algorithm such as
the above discussed Gauss-Newton method. However, there are also other
sequential quadratic programming (SQP) methods with exact Hessians or
BFGS updates available. For more details on the structure of ACADO and
more tutorial examples we refer to [20].

6 Conclusions

In this paper, we have provided an overview on the problem classes and nu-
merical algorithm which are employed for non-linear and non-convex state and
parameter estimation tasks. Starting with a general formulation of a maximum
likelihood estimation problem for first-principles models we have discussed
practical aspects of the formulation. Here, we have introduced smoothing tech-
niques and commented on the difference between least-squares optimization
and 1-norm formulations. When it comes to the numerical algorithm, general-
ized Gauss-Newton methods have turned out to be very efficient in practice.
Here, the main problem for non-convex formulations is that we need a suitable
initial guess to start the iterations. This problem can be addressed by lifting
techniques in order to allow both: making the problem less non-linear and
being able to use the measurements to improve the initialization. In the last
part, we have discussed the software environment ACADO.
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