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Abstract—Photorealistic rendering of virtual scenes is a crucial
task in the applications of augmented reality (AR), virtual reality
(VR) and metaverse. Traditional rasterization or raytracing-
based approaches usually involve a lot of manual efforts, making
them unsuitable for mass production of virtual contents. The
recently proposed Neural Radiance Fields (NeRF)-based tech-
nique demonstrated state-of-the-art results, but it demands a
huge amount of computation. In this paper, we propose a resistive
random access memory (RRAM)-based NeRF rendering acceler-
ator. In the proposed accelerator, dataflow is specifically designed
according to the parallel nature of NeRF-based rendering to
increase the utilization of the RRAM array. Moreover, positional
encoding engines are included in the proposed accelerator to
reduce the off-chip memory bandwidth. Simulation results show
that, for the execution of NeRF-based rendering, the overall
performance and energy efficiency of the proposed accelerator is
much higher than the existing GPU and TPU implementations.

Index Terms—Neural Radiance Fields (NeRF), augmented
reality (AR), virtual reality (VR), metaverse

I. INTRODUCTION

Rendering scenes with photorealistic quality is a long-
standing problem in computer graphics. Traditional ap-
proaches based on rasterization or raytracing techniques usu-
ally involve a lot of manual efforts to generate high-quality
results. With the development of artificial intelligence, the
computer graphic society tries to solve the rendering problem
using neural networks. As one of the most promising solutions,
Neural Radiance Fields (NeRF) [1] demonstrated state-of-
the-art results for novel view synthesis, which focuses on
rendering scenes from unobserved directions. The basic idea
of NeRF is illustrated in Fig. (1). The extreme simple multi-
layer perceptron (MLP) structure and photorealistic rendering
results of NeRF impress the graphics society. After first intro-
duced, NeRF has inspired a lot of work in various applications
such as relighting [2], pose estimation [3].

Though the structure is simple, rendering scenes using
NeRF is very slow. This is because as shown in Fig. (1),
for rendering one single pixel, NeRF procedure needs to be
executed for each sampling point in the corresponding ray.
This results in dozens of NeRF calls for each pixel in an image,
translating to millions (or even more) calls of NeRF network
(depending on image resolution and sampling points in each
ray). As a result, it takes seconds to render a relative low-
resolution image using modern high-end graphic processing
unit (GPU) cards. There are some NeRF follow-up works,
such as [4] and [5], try to accelerate NeRF-based rendering
on GPU. Most of these works tradeoff GPU memory for

processing speed. A typical solution is to translate the implicit
neural volumetric representation to an explicit representation,
which can be stored and queried during the rendering process.
However, this kind of solution demand a large amount of
memory and tremendous memory access, which is resource
and power hungry. [6] tries to solve this by building a
specialized system on FPGA. Therefore, specific hardware
accelerator is necessary to enable NeRF-based rendering in
practical applications.

In this paper, we propose a resistive random access memory
(RRAM)-based NeRF rendering accelerator. In the proposed
design, the computation intensive MLP is implemented using
RRAM array. According to the parallel nature of NeRF-based
scene rendering, dataflow is specifically designed to increase
the utilization of the RRAM array. Moreover, positional encod-
ing engines are included in the proposed accelerator to reduce
the off-chip bandwidth. Simulation results show that, for the
execution of NeRF-based rendering, the overall performance
and energy efficiency of the proposed accelerator is much
higher than the existing GPU and TPU implementations.

II. BACKGROUNDS

A. Neural Radiance Fields

Fig. (1) illustrates the overview of NeRF-based scene ren-
dering. The basic idea is to implicitly approximate a mapping
function of positions and ray directions to RGB values and
density using a network, which can be trained using a set
of images with known poses. With this function, one can
map a 5D input of a sample point, consisting of position
(x, y, z) and direction ((θ, ϕ), it can also be represented using
(dx, dy, dz)), to its corresponding color and density. Based on
the RGB values and density of all the sampling points in a
ray, volume rendering is further used to render the final RGB
values of the pixel in the resultant image. However, due to
the nature of volumetric scene representation, NeRF has to
be called millions of times (or even more) to render a single
frame. But since the rendering process of each sample point
is independent, they can be performed in parallel.

B. Computing-in-memory with RRAM

As one of the novel memories, RRAM has the following
features: 1) compatible with CMOS process, 2) extremely
dense (2x-4x higher than SRAM) 3) good read (compute)
performance and 4) nonvolatile [7]. These characteristics make
RRAM well-suited for multiply-accumulate (MAC) operations
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Fig. 1. Overview of NeRF-based scene rendering. The inputs are positions and directions of sample points, outputs are the RGB and density θ of the sample
points. Volume rendering are further used to generate the color of pixel of the corresponding ray.
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Fig. 2. Overall architecture of the proposed NeRF accelerator (control
modules are ignored).

in neural networks. There are a lot of works such as [8] and
[9] show that the RRAM works well on industrial platforms.

The one-transistor-one-resistor (1T1R) structure is widely
used in RRAM macros where weights are encoded into cells
and inputs are encoded into word-line signals to control the
rows of cells. The MAC results are read from bit-line voltage
converted from the sum current. A complete RRAM macro
usually contains an RRAM-based array and peripheral circuits
including sense amplifier (SA), adder and shift register to
support multi-bit MAC operations.

III. PROPOSED RRAM-BASED NERF ACCELERATOR

A. Overall Architecture

Fig. (2) illustrates the overall architecture of the proposed
NeRF accelerator. As we can see, the proposed accelerator
consists of an allocator and 25 Neural Rendering Groups
(NRGs). In each NRG, there is one encoding engine and 16
Neural Rendering Engines (NREs). The allocator is designed
to dispatch all the input vectors to their destination NRGs
at correct times. The encoding engine is responsible for
transforming positions and directions into higher dimensional
space, which is beneficial for the learning of high frequency
information [1]. In the proposed design, each NRE computes
an MLP network with the same weights but different inputs to
accelerate the rendering process in a parallel manner. Note that
we keep the computation of one ray in a single NRG since the
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Fig. 3. Detailed architecture of the encoding engine. Coordinate rotation
digital computer (CORDIC) is used to compute the sine and cosine functions.

directions of the sample points within one ray are the same.
By sharing the same direction, we reduce the workload of
encoding engines.

B. Encoding Engine

In the proposed design, the encoding engine implements the
positional encoding function of

γ(p) = (sin(20p), cos(20p), . . . ,

sin(2L−1p), cos(2L−1p))
(1)

where p is the input vector (x, y, z, dz, dy, dz). Note that
from the computation perspective, the positional encoding part
consumes only a small portion. However, by encoding the
positions and directions into higher dimensions, the amount
of data increase a lot. For example, in [1], the parameter L in
(1) is set to L = 10 for positions and L = 4 for directions. If
we want to render 800 × 800 images with 16 sample points at
15 frames per second (FPS), the input data rate to MLP can be
as much as 21 GBps. While for the encoding engine, the input
data rate reduces to 746.94 MBps. As a result, nearly 30 times
of bandwidth is saved by including the positional encoding
engine in the proposed accelerator, though the computational
complexity of the encoding operation is negligible.

Fig. (3) illustrates the detailed architecture of the proposed
encoding engine. One encoding engine consists of 6 encoding
modules that encodes one of the 6D input of sample points.
The input position/direction goes through L − 1 shift regis-
ters to get multiplied by 2n. The coordinate rotation digital
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Fig. 4. Architecture of the neural rendering engine. RRAM macros are
connected by CL logic.

computer (CORDIC) [10] units calculate the trigonometric
function of these multiplied inputs along with the original
input. Note that CORDIC is able to calculate sin and cos
(based on the anti-trigonometric function results saved in
the module) with relatively high precision by shift and add
operations that are hardware-friendly. In the proposed design,
the encoding module is pipelined to deal with continuous
input, making it possible to share one positional encoding
module with several NREs. Moreover, since the directions of
sample points on one ray are the same, we only need to encode
the direction of each ray once and reuse the results for all the
sample points.

C. Neural Rendering Engine

The structure of the NRE is illustrated in Fig. (4). Due
to the limited endurance of RRAM, it is preferred to store
all weights in the RRAM array instead of refreshing them
frequently, meaning that we need several RRAM macros to
save all parameters of one scene. In the proposed design, one
NRE computes a complete MLP network and each RRAM
macro is responsible for the computation of a single layer.
Each macro is equipped with a Connection-between-layers
(CL) block (excepted for the output layers) to post-process
the MAC outputs from the RRAM macro. Independent post-
processing units keep the pipeline from blocking at the cost
of a small overhead. Adjacent macros are connected by CL
blocks which post-process the MAC outputs and write them
into the next macro.

Fig. (5) illustrates the timing diagram of the NRE based
on the architecture shown in Fig. (4). In the first cycle, the
encoding engine computes data needed for the next cycle
and writes them into corresponding macros. In the second
cycle, the first macro starts to compute the MLP layer and
the CL writes them into the next macro’s ping-pong buffer
immediately after the first output is ready to avoid blocking.
Thanks to the ping-pong buffer in the RRAM Macro, most of
the writing period is overlapped with the computing period.
Moreover, at the same time, the encoding engine is also
working. In the next cycle, the positional encoding block,
the first macro (with CL), and the second macro are all in
computing mode. After several cycles, the macro pipeline will
be in the full-load work mode. The positional encoding block
continues working until the last macro that needing encoded
vectors is off.
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Fig. 5. Timing diagram of the NRE. The accelerator is pipelined to increase
the utilization of the RRAM array.
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Fig. 6. Detailed structure of RRAM-based array with peripheral circuits
(RRAM Macro) and connection logic between layers (CL).

D. RRAM Macro and Connection-between-layers

Though RRAM has very high density, the bit-width of
weights determines the number of SAs, which consume a
significant portion of power in the RRAM macro. Therefore, as
in many neural network designs, the MLP network needs to be
quantized to as low bit-width as possible. Table I illustrates the
PSNR results with different quantization bits. PSNR has great
loss when input bitwidth is decreased from 8 to 6 but does not
increase much if input bitwidth is higher than 8. Moreover,
a 9-bit weight has negligible PSNR loss compared to a 16-
bit weight. To have a visual comparison, we also present the
rendering results of different settings in Fig.(7). In this work,
we quantize the weight of MLP to 9-bit and the activation to
8-bit for the evaluation of the accelerator. As shown in Fig.
7, there is no obvious visual artifacts with this setting. But
note that the proposed design is flexible enough to be scaled
to other bit-width if needed.

Fig. (6) illustrates the structures of the RRAM macro and
CL module. Instead of encoding several bits into one cell, we
encode each bit of a weight into a single RRAM cell. This
avoids the accuracy loss with multi-bit memory cell. Besides
the normal peripheral circuits such as SA, adder and shift
registers, the RRAM macro has double input buffers working
in a ping-pong manner, enabling macros to compute and write
simultaneously. The CL module between two RRAM macros
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(a) (b) (c)

Fig. 7. Rendering results of using (a) floating point model, (b) quantized model with 16-bit weight and 16-bit activation and (c) quantized model with 8-bit
weight and 9-bit activation.

TABLE I
PSNR COMPARISON BETWEEN DIFFERENT BITWITH OF INPUT

AND WEIGHT

bitI
bitW

8 9 10 12 16

6 22.624 23.624 23.901 24.653 24.464

8 23.118 24.707 25.066 25.575 25.638

10 23.085 24.734 25.155 25.622 25.709

12 23.117 24.753 25.179 25.573 25.725

14 23.064 24.843 25.232 25.595 25.724

16 23.063 24.813 25.183 25.638 25.668

is responsible for adding bias, computing activation function,
aligning the position of decimal points and writing results into
the next macro. Moreover, due to the mismatch of bit-width
between weight and bias, we need an extra bias buffer to store
bias instead of saving them in the RRAM array. The activation
function ReLU is quite simple in hardware circuits, such that
we do not need a global function unit for all macro outputs
in one pipeline. After the ReLU operation, we make an extra
shift to align the decimal points and requantize the output bit-
width.

IV. RESULTS

A. Simulation Setup

To evaluate the proposed accelerator, we simulate one NRG
with 1 encoding engine and 16 NREs. The RRAM macros are
replaced by black boxes during simulation, where the data of
macros, including timing, power and area, from an RRAM
IP vendor are added based on the number of macros used.
The CLs and Encoding Engines are synthesized under 28nm
technology which is the same as the RRAM macro’s CMOS
part. We use 256 × 9 SAs to get high performance and the
RRAM array size is 256 × 256 × 9 bits. The results of the
complete accelerator (in Table II) are calculated based on the
simulation results of one NRG.
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Fig. 8. (a) Power and (b) area breakdown of the proposed RRAM-based
NeRF accelerator.

B. Simulation Results and Comparison

The simulation results of a single NRG are illustrated in
Fig. (8). As we can see, working at 100 MHz, a single NRG
consumes 2763.96 mW. RRAM Macro occupies almost 55%
of the total power, while CL costs nearly 42%. The breakdown
of area is dominated by RRAM Macro with over 80% of total
area. One complete accelerator cost 2000 mm2 and 69.1 W.

In this work, we use the original NeRF to evaluate our
design because the overall structure (positional encoding +
MLP) are similar for different kind of NeRF-based rendering
algorithms. The power consumption of our design is compared
with the works in [11] and [1], which use Nvidia v100 and
TPU v2 as their implementation platform. Note that to the
best knowledge of the authors, there is no published hardware
accelerator design for NeRF. As we can see, the proposed
accelerator is capable of rending a 800×800 scene at 15.38
FPS, which is much higher than that in [11] and [1]. Both
the power consumption and of the overall energy efficiency
of the proposed accelerator is higher than GPU and TPU
implementations.
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TABLE II
COMPARISON WITH GPU AND TPU IMPLEMENTATIONS

[11] [1] Ours
Network JaxNeRF JaxNeRF NeRF NeRF
Platform TPU v2 Nvidia v100 RRAM

Process (nm) 16 12 28
Power (W) 280 300 69.1
Throughput

(FPSa)
0.264 0.576 0.36 15.38

Energy efficiency
(×10−4FPS/W)

9.42 19.2 12 2225.76

aResolution:800×800; Sample point per ray: 16.

V. CONCLUSION

In this paper, we propose a RRAM-based NeRF ren-
dering accelerator for high-performance photorealistic scene
rendering. In the proposed accelerator, dataflow is specif-
ically designed according to the parallel nature of NeRF-
based rendering to increase the utilization of the RRAM
array. Moreover, positional encoding engines are included in
the proposed accelerator to reduce the off-chip bandwidth.
Simulation results show that, for the execution of NeRF-based
rendering, the overall performance and energy efficiency of the
proposed accelerator is much higher than the existing GPU and
TPU implementations.
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