Detecting Adversarial Examples Utilizing Pixel
Value Diversity
Jinxin Dong

Pingqiang Zhou

School of Information Science and Technology
ShanghaiTech University
Shanghai, China
dongjx@shanghaitech.edu.cn

School of Information Science and Technology
ShanghaiTech University
Shanghai, China
zhoupq@shanghaitech.edu.cn

Abstract— The state-of-the-art deep learning methods can be
vulnerable: imperceptibly elaborated perturbations will induce
unexpected behaviors. In this paper, we introduce two novel
adversarial example detection methods utilizing pixel value diversity. First, we propose two independent metrics to assess the pixel
value diversity separately, which reflects the spread of the pixel
values in an image. Then we observe that adversarial examples
are different from clean images on both metrics, regardless of
attack methods. Based on this observation, for either metric, we
can set a threshold and compare the threshold with the value
of an image on the metric to detect whether the image is an
adversarial example. Against several popular attack methods,
experimental results on a variety of datasets show that our
approach achieves better performances in detecting adversarial
examples, compared to the state-of-the-art detection method. We
also show that our methods are reliable even against adaptive
attack.

I. I NTRODUCTION
Deep Learning (DL) methods have achieved unprecedented
success on various tasks such as image classification, object
recognition and language processing. Despite their superior
performance, DL methods show a vulnerability to adversarial
perturbations [1], i.e. elaborated perturbations added on the
original image, usually imperceptible to human eyes, but
sufficient to alter the prediction result of the DL model. An
adversarial example is an image synthesized from perturbations and the original image. The adversarial attack is the
procedure of generating adversarial examples. The appearance
of a variety of adversarial attack methods have put DL models
at risk, even though inaccessible DL models are also insecure
because adversarial examples can hurt many models even if the
adversarial example is just generated for one specific model
[2]. The vulnerability of DL models highlights important
security.
To resist adversarial examples, extensive strategies have
been proposed [3] and these strategies can be divided into
defense strategies and detection strategies: defense strategies
are intended to correct the prediction result of adversarial
examples while detection strategies are intended to detect
whether an image is adversarial example and prevent it from
entering the DL model. The most straightforward defense
strategy is to use both clean images and adversarial examples
to train a DL model but this can only defend against specific
attack methods and need a lot of time to generate adversarial
examples and train the model. Furthermore, other defense
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strategies such as defensive distillation also face the same
problem.
Recently detection-based strategies have attracted attentions.
Grosse et al. [4] augment the model to classify adversarial
examples into an extra class. Metzen et al. [5] train a binary
detection model that gets input from the intermediate layers
and is trained to detect natural and adversarial model activations. Feinman et al. [6] propose to check if an image is
an adversarial example through testing whether the image is
located in a low-confidence region of the model, via either the
dropout uncertainty estimates or the kernel density estimates.
However, most defense methods are only effective against
limited attack methods under restricted settings though they
are claimed to be universally applicable. Thus, the detection
of adversarial examples is still an open problem.
In this paper, we introduce two adversarial example detection methods based on pixel value diversity. The term ‘pixel
value diversity’ reflects the spread of the pixel values in an
image. Initially we observe that the proportion of repetitive
pixel (whose value appears at least twice in an image) and
unique pixel (whose value appears only once in an image)
in adversarial examples is obviously different from that in
clean images. The motivating examples in Fig. 1 shows the
difference. We interpret this difference as the difference in
pixel value diversity and propose two independent metrics
(UPVS and RPVS) to measure the pixel value diversity. The
above observation inspires us to design concise yet effective
method to detect adversarial examples using either UPVS or
RPVS: by setting a threshold on the metric and comparing
the threshold with the value of an image on the metric, we
can detect whether the image is an adversarial example with
a satisfactory detection performance.
We evaluate our detection methods using the MNIST,
CIFAR-10 and ImageNet datasets, following the strict adversarial defense evaluation guidelines [7]. The experimental
results show that our detection methods are effective against a
range of attack methods. Specifically, the main contributions
of this paper are:
• We propose two novel and efficient adversarial example detection methods and show their efficacy against
a diverse range of attack methods. These methods are
model-independent and compatible with other detection
methods.
• We show that our detection methods cannot be easily
bypassed by an adaptive attack method: our detection
methods force the adaptive attack method increases the
perturbation size and time consumption greatly.

hyper-parameter  controls the perturbation magnitude. The
adversarial example is generated as:
x∗ = x +  sign (∇x J(Θ, x, y))
where J(Θ, x, y) is the loss function of the classifier, Θ is the
parameters of the classifer, x is the input and y is the label
of x. Though adversarial perturbation is insensitive to human
eyes, it does alter the pixel values and thus may change the
pixel value diversity: once perturbations cannot maintain the
status of unique pixel and repetitive pixel, pixel value diversity
will be altered.

Fig. 1: In the first column we show original images. The upper three original
images come from the ImageNet dataset and the lower three come from
the CIFAR-10 dataset. In column two and three, we show unique pixels
and repetitive pixels in corresponding original images separately. After we
generate adversarial examples for each original image, we show unique pixels
and repetitive pixels in corresponding adversarial example in column four
and five separately. Obviously there are some repetitive pixels in original
images while few in adversarial examples, and the number of unique pixels
in adversarial examples is greater than that in clean images. The last column
is almost a collection of black boxes because there is almost no pixels to
show.

B. Adversarial Example Detection
The methods most related to our proposed work are those
that detect whether or not an input has been perturbed, either
by perceiving typical regularities in adversarial perturbations
or in DL model activations induced by perturbations. Here we
introduce the well-known detection method LID.
LID: Ma et al. [9] propose an expansion-based measure
of intrinsic dimensionality to identify adversarial examples,
which evaluates the local dimensional structure of the input
and then characterizes the dimensionality as a property of
datasets. The Local Intrinsic Dimensionality (LID) extends
this concept to the local distance distribution, revealing the
local submanifold dimensionality in the vicinity of the reference point using the growth characteristics of the cumulative
distribution function. The authors utilize LID to characterize
the intrinsic dimensionality of the adversarial example regions,
and use the estimates of LID to distinguish adversarial examples. A binary detector is trained by using the training set to
construct features for each sample based on its LID across
multi-layers, and the classification label is set as positive for
adversarial examples, negative for clean images and noisy
examples. Experiments on several attack methods show that
the performance of LID based detector is better than several
state-of-the-art detectors.
III. THE PROPOSED M ETHOD

• We propose the concept of pixel value diversity, and
make the first step towards understanding the distinction
between clean images and adversarial examples on pixel
value diversity, which provides a new perspective for
enhancing the robustness of DL models.
II. BACKGROUND AND RELATED WORK
A. Adversarial Attack
The goal of adversarial attack is to craft an image that looks
similar to a normal image but can be misclassified by the
target model. For a given original image x, attack methods
find a minimal perturbation η such that the adversarial example
x̃ = x + η will be misclassified. There are a variety of attack
methods and here we introduce the most well-known one to
show how attack methods work.
Goodfellow et al. [8] proposed the Fast Gradient Sign
Method (FGSM) to generate adversarial perturbations utilizing
the derivative of the model’s loss function with respect to the
original image. The derivative determines in which direction
the pixel value of the original image should be altered and the

A. Metrics to Assess Pixel Value Diversity
We regard the pixel value diversity as a reflection of the
spread of the pixel values in an image. Before we introduce our
metrics to assess the pixel value diversity, to better understand
it, we propose the following concepts which is also illustrated
by Fig. 2. We divide all the pixel values of an image into the
following two groups according to the number of occurrences:
• Repetitive Pixel Value: The pixel value that appears at
least twice in the image.
• Unique Pixel Value: The pixel value that appears only
once in the image.
Also, pixels can be classified into repetitive pixel and unique
pixel. Note that two identical pixels have the same RGB value.
In a normal size RGB image with height H and width W , there
will be up to H × W unique values and we denote H × W as
the diversity limit because in this case, the pixel values are the
most spread, that is, the image has the higest diversity. Then,
we assess the pixel value diversity using the following metrics
separately:
• Unique Pixel Value Scale (UPVS): We already have
a simple judgment: the more unique values, the higher
pixel value diversity, thus the number of unique values

Fig. 2: An 16-pixel image. Each pixel has it’s serial number in the upper left
corner and it’s RGB value in the center. Pixel 1 to pixel 8 are all repetitive
pixels: pixel 1, 2, 3 have the same value, pixel 5, 6, 7 have the same value
and pixel 4, 8 have the same value. Pixel 9 to pixel 16 are all unique pixels
and every one of them has a unique value in this image. Thus, there are 8
repetitive pixels, 3 repetitive values, 8 unique pixels and 8 unique values.

can be used to assess the pixel value diversity. For
standardization, we use the quotient of the number of
unique values to the diversity limit as a positively related
metric of pixel value diversity:
Count(U )
H ×W
where U is the set of unique values and function Count()
returns the size of its input. For the example in Fig. 2,
there are 8 unique values and the diversity limit is 16,
thus the UPVS is 0.5.
• Repetitive Pixel Value Scale (RPVS): The degree of
dispersion within repetitive pixels also needs to be evaluated: the repetitive pixels may have a common value
or many different values. Thus we use the quotient of
the number of repetitive values to the diversity limit to
measure how spread repetitive pixels are:

Fig. 3: Histograms of repetitive pixel value scale and unique pixel value scale
of adversarial examples and clean images. The filled histograms represent the
distributions of adversarial examples, corresponding to the vertical axis on
the left. The unfilled histograms represent the distributions of clean images,
corresponding to the vertical axis on the right.

UPV S =

Count(R)
H ×W
where R is the set of repetitive values. For the example
in Fig. 2, there are 3 repetitive values and the diversity
limit is 16, thus the RPVS is 0.1875.
Obviously the highest diversity means that each pixel has
a different pixel value and the lowest diversity means that all
pixels have the same pixel value. With these two metrics, to
explore the actual pixel value diversity of images, we randomly
select 3, 000 images from the ImageNet dataset as an example
and show their UPVS and RPVS distributions in Fig. 3 (unfilled histograms). Although D’Agostino-Pearson test shows
that these distributions are not true normal distributions, the
histograms of these distributions indeed have peaks in about
the middle and the values on both sides of the peak gradually
decrease.
The existence of unique pixel is easy to explain: each pixel
has a value space of 2553 but there are only 2242 pixels in
an image from ImageNet, thus there may be some unique
pixels in the image. The appearance of repetitive pixel is also
reasonable: even for the image whose pixels are randomly
generated, it will have the probability of all pixels different
RP V S =

from each other:
Pd =

2553 !
2553×H×W (2553 − H × W )!

With the same size as images from ImageNet, the probability Pd is 9.9 × 10−34 , which indicates that it’s vary likely
that there are repetitive pixels in an image. For naturally photographed images, there are more reasons for the appearance
of repetitive pixel: the precision of image format is limited
and the scene may contain an object where there is a region
displaying a similar color. Thus we can almost always find
repetitive pixels in an image.
B. Impact of Perturbation on Pixel Value Diversity
Adversarial perturbations are imperceptible to human eyes
because they are elaborated to be small, but any perturbation
will induce pixel value alteration: perturbations can make the
same pixels become different or different pixels become the
same. Thus the perturbations may affect pixel value diversity.
we propose and empirically evaluate the following hypothesis:
adversarial perturbations will distinctly alter the pixel value
diversity, hence the pixel value diversity can be used to detect
whether an image is adversarial example.
To extract the pixel value diversity of adversarial examples, we divide the 3, 000 images in Section III.III-A into
three groups evenly and apply three different attack methods
(FGSM, CW and DeepFool) on these groups separately. Then
we present the pixel value diversity of these adversarial
examples in Fig. 3 (filled histogram), which shows that after
adding perturbations, the pixel value diversity alters a lot and
show a strong gathering thus clean images and adversarial
examples distinctly differ in these metrics, regardless of the
type of attack. Furthermore, we give the distribution intervals
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of UPVS and RPVS of clean images and adversarial examples
separately in Fig. 4. The UPVS distribution interval of clean
images and adversarial examples are intersected and it’s the
same for RPVS. Also we present the quantitative details, which
indicate that few adversarial examples are distributed in the
intersected section thus adversarial examples and clean images
are not hard to tell apart.
We conjecture that adding adversarial perturbations on clean
image can induce a great alteration of the pixel value diversity
because the perturbations always tend to make the repetitive
pixel become unique pixel, rather than the other way around.
Each pixel has a value space of 2553 and this means that there
are a lot of perturbation values that can turn a repetitive pixel
into a unique pixel. However, the requirements for turning a
unique pixel into repetitive pixel is high because pixels are
distributed in such a wide space and the size of perturbation
is limited.

they restrict each other’s upper limit. Thus UPVS and RPVS
can be used to detect adversarial examples independently.
Then we design two detection methods: UPVS-based detection
method and RPVS-based detection method. The UPVS-based
detection method sets a threshold for UPVS and detect an
images as adversarial example if the image has a UPVS value
greater than the threhold. The RPVS-based detection method
uses the same mechanism to detect adversarial examples.

C. Detecting Adversarial Examples
Based on previous observations and analysis, clean images
and adversarial examples distribute very differently on UPVS
and RPVS, thus we can detect adversarial examples by evaluating these two metrics of an image separately. There is no
correlation between the value of UPVS and RPVS, except that

A. Evaluation Setup
We evaluate our detection methods using the following use
cases:
[MNIST, CNN] For the MNIST dataset, we use a convolutional neural network made up of 32-filter convolutional layers
followed by a 1024-unit dense layer, which is the same as in

IV. E VALUATION
In this section we compare the state-of-the-art detection
method LID with our methods against a variety of attack
methods on the MNIST and CIFAR-10 dataset to verify the
performance of our methods. Besides, we also test our methods
on the harder dataset ImageNet. Experimental results show
that our methods achieve a superior performance on detecting
adversarial examples.

TABLE II: Performance on ImageNet
Use Case

Attack Method
CW

PGD

FGSM
ImageNet & ResNet
BIM

DeepFool
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AUC

TPR@ FPR0.01
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1

1
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1
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1

0.999

1

1
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0.999

0.987

1

1
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0.999

0.98

0.995

0.999
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1

0.988

0.988

0.988

UPVS

0.999

0.991

0.991

0.999

RPVS

1

0.99

0.99

1

UPVS

1

0.97

0.988

0.99

RPVS

1

1

1

1

UPVS

1

1

1

1

we generate 1000 adversarial examples from a correctlyclassified subset randomly and we use the default value for
parameters of attack method, except for setting  to 0.02 to
control the size of perturbations.
B. Results and Discussion

Fig. 4: We show the distribution intervals of UPVS in the upper part
and the distribution intervals of RPVS in the lower part. In each part,
distribution interval of clean images is placed above while distribution interval
of adversarial examples is placed below. The UPVS of clean images distributes
in [0.000, 0.939] while the UPVS of adversarial examples distributes in
[0.596, 1.000], and their distribution interval intersection is [0.596, 0.939]
where there are 29.2% clean images and 4.2% adversarial examples. For
RPVS, there are 4.0% clean images and 7.6% adversarial examples distributes
in the intersection. Thus we can use these UPVS and RPVS to distinguish
between clean images and adversarial examples.

[10] . Each convolutional layer was followed by a max-pooling
layer. The network achieves an accuracy of 97.06% on the test
set.
[CIFAR-10, ResNet] The CIFAR-10 dataset with a 20-layer
ResNet classification model. The model achieves an accuracy
of 80.32% on the test set.
[CIFAR-10, DenseNet] The CIFAR-10 dataset with a 121layer DenseNet classification model. The model achieves an
accuracy of 94.16% on the test set.
[ImageNet, ResNet18] The ImageNet dataset with the
ResNet18 classification model [11]. The model achieves an
accuracy of 69.758% on the test set (this is not the state-ofthe-art model but it is indeed a qualified model used widely).
We generate adversarial examples with the Foolbox framework [12] using six attack methods: FGSM (L2 ) [8], CW (L2 )
[13], PGD (L∞ ) [14], BIM (L2 ) [15], Boundary (L2 ) [16] and
DeepFool (L2 ) [17] (we don’t use L0 attacks because they tend
to modify the pixels significantly [18], which cannot generate
imperceptible adversarial examples). For each attack method,

First we introduce the metrics used to evaluate the performance of adversarial example detection method: ROC and
AUC. The ROC (Receiver Operating Characteristic) is a curve
which can show the performance of a classification model at
all classification thresholds and the AUC (Area Under the ROC
Curve) score provides an aggregate measure of performance
across all possible classification thresholds. The AUC score
ranges in value from 0 to 1 and the larger AUC score, the
better the performance of a classifier. We denote true positive
rate (TPR) as the proportion of adversarial examples classified
as adversarial, and false positive rate (FPR) as the proportion
of clean images classified as adversarial. Also, the larger TPR,
the better ther performance of a classifier. Our two detection
methods are both threshold-based and these methods work as
classifiers to classify inputs into clean images and adversarial
examples. Thus we use the AUC score [19] as the performance
evaluation metric and show the experimental results of the
popular detector LID [9] and our methods on MNIST and
CIFAR-10 against 6 different attack methods in Table I. We
also report the true positive rates by thresholding the false
positive rate at 0.01, 0.05 and 0.1, as it is practical to keep
misclassified clean images at a low ratio.
According to Table I, detection method based on RPVS
achieves the best performance in AUC and TPR (FPR at
0.1) for 100% use cases. Detection method based on UPVS
achieves the best performance in AUC for 44% use cases
(with the case of a tie). While the LID is not better than our
methods under any use case. The AUC and TPR values of our
proposed methods demonstrate that both our two methods are
effective. However, in most cases the performance of UPVSbased detection method is slightly worse than the performance
of RPVS-based method, and we observe that this is because
some original images have a large UPVS (such as richly
detailed images), which is similar to adversarial examples,
as shown in Fig 4. Thus the RPVS-based method is more
recommended.

FGSM method, which means that our detection methods raise
the bar for generating adversarial examples. Thus our detection
methods are reliable even when attacker can access them.

Fig. 5: In the left figure, we show the histogram of the quotient which
is obtained via dividing the perturbation size of the adaptive attack by the
perturbation size of the FGSM method. In the right figure we show the similar
quotient in time consumption.

To evaluate our detection methods on harder dataset, we
report the experimental results on ImageNet in Table II and
we observe that our methods achieve better performance on
the complex dataset compared to the low-resolution dataset
CIFAR-10 (founded in 1982): all the AUC scores is 1 or
greater than 0.99. We conjecture that it’s because the ImageNet
is more natural, that is, samples from ImageNet maintain
a more complete pixel value diversity thus our detection
methods perform better: we can leverage the more complete
pixel value diversity. The high-resolution dataset ImageNet is
closer to the real world because decreasing resolution will
harm the pixel value diversity. Imagining that in an image we
have two square areas with the same size and they are only
different in one pixel, the two areas will become two different
pixels after decreasing the resolution, that is, we may lose
repetitive pixels in this procedure, thus the pixel value diversity
get hurt.
C. Reliability Against Adaptive Attack
To evaluate the reliability of our methods, we propose an
adaptive attack method aiming at maintaining the pixel value
diversity. We test adaptive attack method on the ImageNet
dataset with the ResNet18 model.
Given an original image, we build the adaptive attack
method based on iterative FGSM method. In each iteration,
first we generate a perturbation for each pixel using the FGSM
algorithm then we update the perturbations of repetitive pixels.
There are multiple pixels corresponding to a single repetitive
value, and we take the average of the perturbations of these
pixels as their new perturbation. For each repetitive value, we
calculate the new perturbations for its corresponding repetitive
pixels. After updating perturbations, we add the original image
and the perturbations to construct an adversarial example. If
the adversarial example cannot fool the target model, we start
the next iteration and generate perturbations based on the
current adversarial example.
As presented in Fig. 5, the experimental results on 1, 000
images show that the adaptive attack method can enhance the
perturbation size (measured by L2 norm) by up to 7 times
and the time consumption by up to 124 times. The growth of
perturbation size is unacceptable because if a perturbation is
perceptual to human eyes (that is, the perturbation has a large
L2 norm), the perturbation is not adversarial anymore. There
are also some adversarial examples generated by adaptive
attack that have the similar perturbation size with adversarial
examples generated by the FGSM method, but the time
consumption of adaptive attack is at least 3 times that of

V. S UMMARY AND C ONCLUSIONS
In this paper, we first propose the concept of pixel value
diversity and show that adversarial examples can be effectively
detected with the pixel value diversity. We observe that clean
images and adversarial examples distinctly differ in the pixel
value diversity, thus evaluating the pixel value diversity can be
an effective detection mechanism against adversarial examples.
Our experimental results report that we can obtain AUC scores
of 97% − 100% on MNIST and CIFAR-10 against a variety
of attack methods, which is better than the LID method.
Furthermore, our methods achieve AUC scores greater than
0.99 on the hard dataset ImageNet. An adaptive attack against
our detection method almost always increase the perturbation
size and the attacker cannot generate adversarial examples
with normal time consumption. As the future work, we aim to
design detection method with further features describing pixel
value diversity.
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