
61

Defending against Adversarial Attacks in Deep Learning

with Robust Auxiliary Classifiers Utilizing Bit-plane Slicing

YUAN LIU, JINXIN DONG, and PINGQIANG ZHOU, ShanghaiTech University, China

Deep Neural Networks (DNNs) have been widely used in variety of fields with great success. However, recent

research indicates that DNNs are susceptible to adversarial attacks, which can easily fool the well-trained

DNN-based classifiers without being detected by human eyes. In this article, we propose to integrate the target

DNN model with our robust bit-plane classifiers to defend against adversarial attacks. The bit-plane classifiers

take bit-planes of input images for convolution, which is motivated by our observation that successful attacks

aim to generate imperceptible perturbations, and they mainly affect the low-order bits of pixels in clean

images when adding the perturbations. We also propose two metrics, bit-plane perturbation rate and channel

modification rate, to further explain the robustness of bit-plane classifiers. We discuss potential adaptive

attack and find that our defense can be effective as long as the adversarial examples are qualified. We conduct

experiments on dataset CIFAR-10 and GTSRB under white-box attack and black-box attack. The results show

that our defense method can effectively increase the average model accuracy from 16.23% to 83.53% under

white-box attack and from 40.65% to 88.14% under black-box attack on CIFAR-10 without sacrificing the

accuracy of clean images.
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1 INTRODUCTION

Deep learning has shown great performance in image recognition [10], speech processing [8] au-

tomatic driving [5], and so on. However, most designers in these areas seldom consider the secu-

rity problem. Recent research [25] shows that deep learning models are vulnerable to adversarial

examples that are crafted by adding elaborate perturbations to the clean images, also known as

adversarial attacks. Adversarial examples can induce classifiers to make wrong predictions while

they can still be identified correctly by human eyes. Imagining that when an automatic vehicle

recognizes a stop sign as a left–turn sign, it may cause a serious traffic accident that can incur

huge cost [19]. Therefore, it is essential to defend against adversarial attacks.
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Fig. 1. Images reconstructed from bit-planes. bit-plane 8 corresponds to the highest-order and bit-plane 1

corresponds to the lowest-order. [8 - x] means that the image is reconstructed using bit-planes from bit-plane

8 to bit-plane x .

To make DNN models more robust against adversarial attacks, lots of countermeasures have

been proposed. Most of them can be classified into three categories. The first category focuses

on obtaining a more robust model, including adversarial training [13], defensive distillation [20],

and so on. Adversarial training first obtains adversarial examples and then trains the target model

with both adversarial and clean examples, which not only enhances robustness but also improves

generalization of the model. Distillation method first gets soft labels through an initial DNN model

and then trains the target model using the soft labels. The second category is input transformation,

which includes dimension reduction [1], JPEG compression [15], width shift, height shift, rotations,

and so on [22]. However, these transformations seldom remove the perturbations and also lack

quantitative explanation of why these transformations can work. Since it is difficult for DNN to

recognize the adversarial example correctly, classifying adversarial examples not only fails to get

the correct result, but also exposes the inner state of the classifier. Therefore, the last category is

adversarial example detection such as feature squeezing [26] and MagNet [17]. Feature squeezing

calculates prediction difference between an input example and its squeezed example, then regards

it as an adversarial example when the difference exceeds a threshold. MagNet also measures the

reconstruction error from adversarial examples and rejects examples with large reconstruction

errors.

In our work, we build robust bit-plane classifiers and then integrate the target model with multi-

ple bit-plane classifiers to defend against the adversarial attacks. Bit-planes [6] are extracted from

the same order as binary representation of the image pixel values. They have the same size as the

original image with values 0 or 1. Figure 1 shows images constructed from different numbers of

bit-planes of an identical CIFAR-10 image. We can see that high-order bit-planes contain a large

amount of image information, while the low-order bit-planes mainly contribute the details in the

image. Besides, we propose two metrics, bit-plane perturbation rate and channel modification rate,

to further quantitatively explain the robustness of the bit-plane classifiers, which is not considered

by other image transformation defense methods. The bit-plane perturbation rate measures the dif-

ferences of bit-planes between original data and adversarial examples. The channel modification

rate measures the robustness of classifier to the input changes. By analyzing the two metrics, we

get the distribution of perturbations on bit-planes and observe that perturbations affect most bits
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Fig. 2. The overall architecture of defense.

in the low-order plane, which motivates us to extract the unaffected high-order planes as input

features for classification. Therefore, we propose the robust bit-plane classifiers. Then, following

the idea of ensemble learning [14], we integrate the target model with multiple robust bit-plane

classifiers as the classification system (see Figure 2).

Our contributions are as follows:

• We perform bit-plane slicing transformation on the input image and get bit-planes. Based

on the bit-planes, we propose two new metrics: bit-plane perturbation rate and channel

modification rate.

• Based on the analysis of the proposed metrics, we find that most low-order bits are affected

by perturbations, which motivates us to train bit-plane classifiers using the unaffected high-

order bit-planes.

• We follow the idea of ensemble learning and build a new defense architecture integrating

target model with robust bit-plane classifiers. Different integrating methods are discussed.

• We also discuss the potential adaptive attack and conclude that as long as the adversarial

examples are imperceptible and qualified, our defense can still work.

• We conduct experiments on two RGB datasets, CIFAR-10 and GTSRB, under white-box at-

tack. We also test black-box attack on CIFAR-10. Our defense method efficiently increases

the average model accuracy on adversarial examples of CIFAR-10—from 16.23% to 83.53%

under white-box attack and from 40.65% to 88.14% under black-box attack.

The remainder of this article is organized as follows: Section 2 introduces the background, in-

cluding the basis of deep neural networks, the definition of adversarial examples, and some attack
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Fig. 3. Adversarial examples [25].

methods. Section 3 introduces the threat model and our proposed defense method. Experiment

results of our proposed method and adaptive attack are discussed in Sections 4 and 5, respectively.

Section 6 gives the conclusion.

2 BACKGROUND

In this section, we introduce basis of neural networks, concept of adversarial examples, and some

white-box and black-box attack methods.

2.1 Deep Neural Network

Deep Neural Networks (DNNs) consist of many neurons with different weighted connections.

In general, DNNs are composed of different layers, including convolution layer, pooling layer, and

fully connected layer [24]. Each layer can be modeled as a function G that accepts an input image

x and gives an outputG (x ). DenotingGL as the function of Lth layer, then we can get an output by

feeding an input into the DNN model layer-by-layer GL (GL−1 (· · ·G1 (x )), which is called forward

propagation. In most cases, the final layer is a fully connected layer that outputs a classification

result. Loss function is defined on model’s final outputs and true labels; when the outputs get

close to the true labels, the loss value gets small and vice versa. The training process uses gradient

descent strategy to minimize the loss function and updates the parameters of each layer. When

the training process is done, the well-trained neural network model can be used for inference.

2.2 Adversarial Examples

Adversarial examples are first proposed in Reference [25]. They are generated by adding some

deliberately crafted perturbations to the clean image. Since the perturbations are imperceptible,

they cannot be detected by human eyes but can be misclassified by DNN-based classifiers. Differ-

ent from the training process, adversarial examples’ generating process updates the input image

instead of network’s weights. We denote the target DNN model as f and perturbation vector as

δx with the same dimension of input image x . Distance metric is D, which can be in L1, L2, or Linf

norm. Then, the definition of adversarial examples can be formulated as follows:

min
δx

D (δx )

s.t. f (x + δx ) � f (x ).
(1)

The formula is an optimization problem: It finds the minimum perturbations under distance D
with the constraint that it can fool the classifier f . When δx is found, the adversarial example can

be denoted as x + δx .

Figure 3 shows an adversarial example in image recognition. The left clean image is classified

as a panda with 57.7% confidence by DNN model. After perturbations added to the clean image
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with factor 0.007, the panda image is classified as gibbon with 99.3% confidence. However, these

two images are still panda if judged by human eyes.

2.3 Attack Methods

Many attack methods have been proposed to solve Equation (1) or its equivalence problem. In this

section, we introduce five methods, including Fast Gradient Sign Method, DeepFool, and C&W for

white-box attack, and SimBA, Zeroth Order Optimization for black-box attack.

2.3.1 Fast Gradient Sign Method (FGSM). FGSM method [7] calculates the gradient of the loss

function with respect to the input image, then updates the input with gradient ascent strategy. The

update formula is shown below:

xadv = x + ϵ ∗ siдn(∇x J (θ ,x ,y)). (2)

Here, y is the correct label for x , xadv is the generated adversarial example. ϵ is a factor that

controls the magnitude of perturbations. To make the perturbations not recognizable by human

eyes, ϵ is set to be small. J is the loss function with model parameters θ . The update formula uses

the gradient ascent policy and increases the loss value so the classification prediction result keeps

away from the correct label, which successfully fools the DNN model.

2.3.2 DeepFool. DeepFool attack [18] is proposed to find the closest decision boundary from

clean images. Because crossing the decision boundary means misclassification, this method finds

the smallest perturbation, which is also the moving distance from clean image to the closest bound-

ary. Assume that the target model is a affine classifier f (x ) = wTx + b with a winner-takes-all

policy, where w is the weight matrix and b is the bias. wk is the kth column of w and k̂ (x ) is the

correct label of the input image x . Then, the generation of minimal perturbations can be written

as follows:
min

δx

D (δx )

s .t ∃k : wT
k (x + δx ) + bk > wT

k̂ (x )
(x + δx ) + b

k̂ (x ) .
(3)

Equation (3) finds the minimum distance from input image x to all decision boundaries, and the

distance can be computed in a closed form. For general non-linear classifiers, linear approximation

with iterations can be used to get the optimal δx .

2.3.3 Carlini and Wagner (C&W). The original Equation (1) is difficult to solve with existing

algorithms, because the constraint f (x ) � f (x + δ ) is non-linear. To solve this problem, Carlini

and Wagner [3] transform the original optimization problem to an equivalent problem as follows:

min D (δx )

s.t. f (x + δx ) = t

x + δx ∈ [0, 1].

(4)

An objective function F ′ is defined such that f (x + δx ) = t if and only if F ′(x + δx ) ≤ 0. By

selecting function F ′ properly, this problem can be solved by existing methods [27].

2.3.4 Projected Gradient Descent (PGD). PGD attack is the most powerful first-order attack.

Based on Basic Iterative Method (BIM), PGD takes random perturbation of the original sample

in its neighborhood as the initial input of the algorithm and generates adversarial examples after

several iterations. Its performance has been significantly improved and it has good mobility and

anti-damage ability.
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2.3.5 SimBA. SimBA [9] is an iterative attack method aiming to black-box adversarial attack.

Assume that h(x ) is a black-box neural network with output probability ph (y |x ). SimBA utilizes

the output probability as a guidance to search for directions to find the adversarial example. It

comes from the intuition that for any direction q in orthogonal set Q and some step size ϵ , one of

x + ϵq or x − ϵq is likely to decrease the ph (y |x ). Therefore, we can repeatedly choose a random

direction q and make x either add or subtract by ϵq. If x + ϵq can decrease the output probability,

then we take this step, or we take x −ϵq. Here, the only hyper-parameters are direction setsQ and

step size ϵ .

2.3.6 Zeroth Order Optimization (ZOO). ZOO [4] is an effective method for black-box attack.

Since we can only query output for input by model f , ZOO calculates the gradient by the definition

of gradient. By evaluating two very close points f (x + hei ) and f (x − hei ) with a small h, we can

estimate the gradient along direction vector ei by the following formula:

д̂i =
∂ f (x )

∂xi
≈ f (x + hei ) − f (x − hei )

2h
. (5)

Here, ei is a standard basis vector with only the ith component as 1. Once we get the estimated

gradients, we can apply gradient descent to generate adversarial examples.

2.3.7 Boundary Attack. In the iteration process of Boundary Attack [2], the adversarial example

will gradually approach the original image from the initialized image until the decision boundary

is found. Algorithm finds the closest adversarial example to the original image on the decision

boundary. In the kth iteration, the algorithm selects the perturbation that satisfies the following

conditions: (1) The perturbation sample should be in the input domain; (2) The perturbation quan-

tity should be correlated with the distance between the adversarial example and the original image;

(3) The perturbation of this step should further reduce the difference between the adversarial ex-

ample and the original image.

3 DEFENSE METHOD

In this section, we introduce threat model including white-box and black-box attack. We introduce

bit-plane of images and also propose two new metrics, bit-plane perturbation rate and channel

modification rate, to quantify impact of perturbations on the bit-plane. Finally, we discuss ensemble

methods and give defense architecture.

3.1 Threat Model

3.1.1 White-box Attack. Under assumptions of white-box attack, attackers can get all informa-

tion about target model, including architecture, training data, optimization method, and all hyper-

parameters. The attacker can use all the information above with some powerful attack methods to

generate adversarial examples to fool the network.

3.1.2 Black-box Attack. Opposite to the white-box attack, under black-box attacks, attackers

know nothing about target model. This scenario is more common in real world such as machine

learning as cloud service. In most cases, DNN model providers package the DNN models as APIs,

then expose the APIs as services to users and attackers can only query outputs for their inputs

through the services. More strictly, the times of queries can be limited. In this case, attackers have

no ability to get gradient information or any other inner state of the target model.

On the defensive side, defenders have no permission to modify any states or parameters of

the model. They can only make some changes to inputs or outputs. Moreover, defenders have no

information about how the adversarial examples are generated.
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Fig. 4. Process of bit-plane slicing.

3.2 Bit-plane Slicing

Images consist of pixels and each pixel contains R/G/B channels. The value of each channel ranges

from 0 to 255. Bit-plane slicing [6] transforms each pixel value from integer to 8-bit binary number.

Therefore, a gray image can be considered as 8 one-bit planes, and an RGB image can be considered

as 24 one-bit planes. Reconstructions of each pixel are done by multiplying 2n−1 with bit values

of the nth plane and then adding all resulting planes up. Obviously, high-order bits take more

weight in pixels and contribute more than low-order bits. To make it clear, Figure 4 shows the

transformation from a gray image to 8 one-bit planes. Given a 3 × 3 gray image, each pixel value is

transformed to 8-bit binary representation, and the same order bits are taken out to form a new bit-

plane. The bit-plane has the same size as the original image. Note that high-order bits correspond

to the high-order bit-planes.

Because noise in images usually is small and imperceptible, bit-plane slicing is used as noise

filtering algorithm in digital image processing [6]. It is consistent with the idea in defending against

adversarial attacks, where adversarial perturbation can be also treated as a special image noise.

3.3 Bit-plane Perturbation Rate

Here, we define the bit-plane perturbation rate as the following:

BPPRi =
sum(xor (bpi ,bpAdvi ))

M ∗ N ∗ 100%, (6)

where bpi and bpAdvi represent the ith bit-plane of clean data and adversarial example, respec-

tively. Since bit-plane only contains 0 and 1, xor operation calculates the difference. M and N are

height and width of the bit-plane. BPPRi means the perturbation rate of the ith bit-plane between

clean data and adversarial examples. Hence, perturbation rate measures how perturbations affect

the clean data from the view of bit-plane. Moreover, perturbation rate also measures magnitude of

adversarial perturbations. High perturbation rate in high-order bit means that the adversarial per-

turbation is large, because only large perturbations can affect the high-order bits. Figure 5 gives an

example of calculating bit-plane perturbation rate. The numbers in orange mean different numbers

between bit-planes.

By calculating bit-plane perturbation rate between clean data and adversarial examples, we get

Figure 7, showing that perturbations affect most bits in low-order bit-planes. The result is also

consistent with our intuition.
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Fig. 5. Calculation of bit-plane perturbation rate.

Fig. 6. Channel modification rate of RGB and bit-plane.

3.4 Channel Modification Rate

Channel modification rate is defined as the number of channels modified by the perturbations di-

vided by the number of total channels. In image classification, input images are often represented

as RGB channels. However, RGB channels are sensitive to perturbations, because any small mod-

ifications added to pixels change total RGB channels. Take Figure 6 as an example. When small

perturbations are added to RGB pixel value, total RGB channels are modified, which leads to a

channel modification rate of 3/3. However, when pixels are transformed to binary representation,

few bit-channels are modified, which leads to a channel modification rate of 5/24. If we keep the

top 3-bit, 4-bit, and 5-bit planes of the highest-order as input, then the channel modification rate

reduces to 0/9, 0/12, and 1/15, respectively. With fewer high-order bit-planes used, the channel

modification rate gets smaller and finally reaches to zero. When channel modification rate is zero,

adversarial examples and clean data have no difference from perspective of high-order bit-planes.
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In this case, adversarial example will have the same classification score as clean images on bit-plane

classifier and the attack will fail.

Bit-plane perturbation rate and channel modification rate help us to verify and quantify the char-

acteristics of bit-plane: the less modifications in high-order bits and robustness to input changes.

Based on the specific advantage of bit-plane, we perform bit-plane transformation to input data

and train bit-plane classifiers.

3.5 Defense Architecture

In this section, we introduce the whole defense architecture that has been shown in Figure 2. The

architecture is composed of several modules. The Bit Slicing module slices the input RGB image

into 24 bit-planes. Then Bit Select module is used to concatenate different bit-planes as input data

to classifiers in the Auxiliary Classifier module that are composed of different bit-plane classifiers.

To keep the classification accuracy on clean data, target model is still kept in the architecture.

Prediction module gives the final result according to ensemble methods. Here, the nk -bit classifier

means the classifier uses the highest nk bit-planes as input data. The processing flow works as

follows: First an RGB image is fed into the target classifier. Then, we perform bit-plane slicing

operation on the input image and get all 24 bit-planes. A Bit Select function chooses different bit-

planes as inputs to the corresponding bit-plane classifiers. Finally, all results from target model

and bit-plane classifiers are fed into the Prediction module. The Prediction module gives a final

result according to ensemble methods.

Here, we use bit-plane classifiers instead of RGB-based DNN model as the auxiliary module. We

have two reasons for this choice. The first one is based on the previous analysis that bit-plane

classifier can be more robust than RGB-based model. Another reason is the transferability of ad-

versarial examples [21], which means that adversarial examples generated from one model can

fool another model. Therefore, for RGB-based DNN models, they can still be fooled by adversarial

examples generated from the target model.

The details of the algorithm can be seen in Algorithm 1.

In the Prediction module, we introduce two simple but most commonly used ensemble methods:

simple averaging and voting method.

3.5.1 Simple Averaging. Simple averaging is a common and simple way. We take the average of

all classification scores and find the label that has the highest score and then regard it as the final

result. We denote the input image as x and the output probability of ith DNN model with label j

as P j
i . N is total number of models. Then the prediction label can be got as below:

label = arg max
j

1

N

i=N∑

i=1

P j
i (x ). (7)

The averaging method is suitable when the performance of classifiers is equivalent.

3.5.2 Voting. Each DNN model can give a predicted label, hence, we can statistically obtain all

labels from all models and find the label that appears most times and regard it as the final result.

label = arg max
j

Count �
�

N∑

i=1

{arg max
j

P j
i }�
�

(8)

Since voting method applies the statistical idea, it is suitable for the case where there are enough

classifiers.
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ALGORITHM 1: Defense Algorithm

Input: RGB image x; Label y; Number of class C; Target classifier f; Number of bit-plane classifiers k;

Bit-plane classifier m = {m1,m2, . . . ,mk }; The first n bit-planes used for each classifier from the

highest-order b = {b1,b2, . . . ,bk }; Weights for bit-plane classifier w = {w1,w2, . . . ,wk };

Prediction policy P;

Output: Classifier result r

1 result = f(x);

2 x_bit = BIT_SLICING(x);

3 count[C] = 0;

4 pred = argmax(result);

5 count[pred]++;

6 for i ∈ [1,k] do

7 bit_planes = BIT_SELECT(x_bit, b[i]);

8 classifier = m[i];

9 if P = AVERAGING then

10 weights = w[i];

11 result += weights*classifier(bit_planes);

12 else P = VOTING

13 score = classifier(bit_planes);

14 pred = argmax(score);

15 count[pred]++;

16 end

17 end

18 if P = AVERAGING then

19 r = n where result[n] ≥ result[j] for j ∈ [1,C];

20 else P = VOTING

21 r = n where count[n] ≥ count[j] for j ∈ [1,C];

22 end

23 return r;

4 EXPERIMENTAL RESULTS

This section presents the effectiveness of our proposed defense method under both white-box and

black-box attacks. We first introduce setup environment for the experiment and then analyze the

result.

4.1 Experimental Setup

All experiments are performed using PyTorch on TITAN X with Ubuntu 16.04.4 LTS. Two RGB

datasets, CIFAR-10 [12] and GTSRB [23], are used to evaluate defense.

Model Architectures. Our target model refers to the DNN model architecture in Reference [22]

with small modifications. The architecture of target model can be seen in Table 1. We experiment

with two target models on dataset CIFAR-10 and GTSRB. CIFAR-10 has 10 output classes and

GTSRB has 43 output classes. Therefore, target models are only different in the final output layer.

We also train six bit-plane classifiers, each of them take different number of bit-planes as input. To

keep the quality of images, we constrain the number of used bit-planes in each RGB channel to at

least three. Bit-plane classifiers adopt the same architecture as target model in Table 1. This ensures

the fairness when comparing accuracy with the target model. Take 3-bit bit-plane classifier as an

example, the classifier has an input data with dimension 32 × 32 × 9, where 9 is the concatenation

of the first 3 bit-planes of the highest order in each RGB channel.
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Table 1. Model Architecture

Layer Model(CIFAR-10) Model(GTSRB)

Conv 32 filters with size (3 × 3) 32 filters with size (3 × 3)

Conv 32 filters with size (3 × 3) 32 filters with size (3 × 3)

BatchNorm

Maxpool kernel size (2 × 2) kernel size (2 × 2)

Conv 64 filters with size (3 × 3) 64 filters with size (3 × 3)

Conv 64 filters with size (3 × 3) 64 filters with size (3 × 3)

BatchNorm

Maxpool kernel size (2 × 2) kernel size (2 × 2)

Linear 256 256

Linear 128 128

Linear 10 43

Table 2. Accuracy of Target Model and Bit-plane Classifiers

Classifiers Target model 3-bit 4-bit 5-bit 6-bit 7-bit 8-bit

Accuracy 77.52% 73.79% 73.49% 71.95% 72.33% 72.40% 71.70%

Training. We train the target model in 200 epochs using Adam optimizer with learning rate

0.001, respectively, on CIFAR-10 and GTSRB dataset. For bit-plane classifiers, we first get all bit-

planes of training data and then concatenate different bit-planes to train the classifiers in 200

epochs using the same configuration as target model. Table 2 shows the accuracy results of differ-

ent bit-plane classifiers on CIFAR-10.

Attacks. We apply white-box and black-box attacks to the target model. For white-box attack,

we experiment with four famous attack methods: FGSM [7], C&W [3], DeepFool [18], and PGD [16]

on CIFAR-10 and GTSRB. For FGSM attack, we set factor ϵ to 0.01 and 0.03, respectively; for CIFAR-

10 and GTSRB, the factor is selected to get a high attack success rate while without harming

the imperceptibility. For all the attacks, we use L2 norm as distance metric. For black-box attack,

SimBA [9], ZOO [4], and Boundary [2] attacks are applied on CIFAR-10. Standard basis vector is

used as the search direction set Q in SimBA, and for method ZOO, 2,000 images are randomly

selected and ADAM [11] is applied as update rule.

4.2 Results

4.2.1 Bit-plane Perturbation Rate. Figure 7 shows the perturbation rate in adversarial examples

along all 24 bit-planes. X-axis represents the order of bit-planes, 8 and 1 mean the highest-order and

lowest-order of bit-planes. Y-axis (perturbation rate) is the perturbation rate in bit-planes between

clean data and adversarial examples. The rate is calculated from test data with an average. Since

bit-planes consist of only 0 and 1, XOR operation can be applied to calculate the rate efficiently.

The figure shows that after perturbations are added, modified bits mainly lie in low-order plane

and seldom appear in high-order plane. For attack methods C&W and DeepFool, the perturbation

distribution is better than FGSM, that is, more modified bits lie in lower-order planes. It is because

the two methods generate the optimal perturbations with magnitude constraint, while FGSM

has no constraints. Hence, C&W and DeepFool can generate more imperceptible perturbations

with smaller magnitude. Besides, the same order bit-planes in R/G/B channels exhibit similar
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Fig. 7. Perturbation rate of bit-plane in the adversarial example under attacks. CIFAR-10 is used in (a), (b),

(c). GTSRB is used in (d), (e), (f).

Fig. 8. The number of modified bits among 24 bits. (a), (b), (c) are under FGSM, DeepFool, and C&W attacks

on CIFAR-10.

perturbation rate. However, there are still few modified bits in high-order planes, it is caused by

the carry bit from low to high when clean data add the perturbation.

4.2.2 Channel Modification Rate. Channel modification rate helps to analyze robustness of clas-

sifiers to input changes. Transforming input image into bit-planes gets 24 bit channels. Among all

the channels, not all bits are modified when perturbations are added, Figure 8 shows the number of

modified bits at different positions in input images. The figure tells us that when under DeepFool

and C&W attacks, there are about 3 to 5 modified bits along 24 bit channels. When under FGSM

attacks, the number of modified bits is about 7. Therefore, the defense can make better effect on

DeepFool and C&W than FGSM attacks.

4.2.3 Robustness of Bit-plane Classifiers. Different bit-plane classifiers have been trained. Take

3-bit classifier as an example; we first obtain test data correctly classified by it. Adversarial ex-

amples are generated from these test data with different attack methods. When the adversarial

examples are directly fed into RGB-based target model, accuracy results are shown in Table 3 with

column 0. Obviously, RGB-based target models can not defend against attacks from the adversarial
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Table 3. Accuracy of Defense Architecture under Attacks with Various k (Number of Bit-plane Classifier)

Number of bit-plane classifiers 0 1 2 3 4 5 6

CIFAR-10

FGSM 26.17% 55.06% 67.77% 73.05% 76.20% 78.33% 80.07%

C&W 0.01% 67.67% 79.31% 82.78% 85.06% 85.93% 86.86%

DeepFool 0 86.64% 89.16% 89.89% 90.56% 90.80% 91.03%

PGD 38.75% 60.93% 62.79% 68.37% 71.45% 74.05% 76.17%

GTSRB

FGSM 36.48% 88.92% 92.29% 92.42% 92.60% 93.21% 92.96%

C&W 2.44% 94.55% 97.25% 97.92% 98.28% 98.64% 98.77%

DeepFool 0 94.65% 97.07% 97.69% 97.92% 98.69% 98.53%

PGD 33.48% 77.44% 82.14% 83.06% 83.22% 84.73% 84.91%

Table 4. Accuracy of Bit-plane Classifiers on CIFAR-10 and GTSRB Dataset under White-box Attack

Bit-plane

classifier

CIFAR-10 GTSRB

FGSM C&W DeepFool PGD FGSM C&W DeepFool PGD

3-bit 88.39% 93.97% 95.60% 60.93% 96.12% 97.55% 96.56% 76.92%

4-bit 88.37% 93.20% 95.71% 62.79% 93.53% 97.71% 96.12% 82.30%

5-bit 87.53% 92.94% 95.11% 68.37% 92.24% 97.73% 96.60% 82.81%

6-bit 87.39% 92.91% 95.29% 71.45% 91.62% 97.99% 96.04% 83.42%

7-bit 87.65% 92.40% 94.45% 74.05% 93.81% 98.61% 98.20% 84.58%

8-bit 87.47% 92.52% 93.88% 76.17% 91.11% 97.63% 94.81% 84.53%

examples. However, when adversarial examples are transformed into bit-planes and fed into bit-

plane classifiers, the classifiers get higher accuracy than the RGB-based models. Table 4 shows the

accuracy results of bit-plane classifiers under different attacks. Because C&W and DeepFool attacks

cause fewer modified bits in high-order planes and less modified bit along 24 channels than FGSM

attack in Figures 7 and 8, accuracies under C&W and DeepFool attacks are higher than FGSM.

4.2.4 Influence of k (the Number of Integrated Bit-plane Classifiers). Bit-plane classifiers are

proved to be robust in Section 4.2.3. To make attacks more difficult, we follow the idea of ensemble

learning and integrate target model with several bit-plane classifiers to form a more robust classi-

fication system shown in Figure 2. Number of integrated bit-plane classifiers ranges from 0 to 6.

0 means no integrated bit-plane classifiers and also no defensive countermeasures. 1 means only

3-bit classifier and 2 means integration of 3-bit and 4-bit classifiers, and so on. Table 3 shows that

with the simple averaging methods, when k increases, the accuracy on adversarial examples also

increases a lot, especially compared to the case when k is 0. In short, with more bit-plane classifiers

integrated into the system, accuracy shows an upward trend; it increases faster at beginning and

then stabilizes.

We also evaluate the accuracy of defense architecture on clean data. The average accuracy is

81.08%, higher than 77.52% when only using target model on CIFAR-10. Hence, the defense coun-

termeasure does not harm accuracy of the target model on clean data.

4.2.5 Comparison of Ensemble Methods. Simple averaging and voting integration methods are

applied in the experiment. Figure 9 shows that, under FGSM attack, accuracy of voting is higher

than simple averaging. However, under C&W and DeepFool attacks, simple averaging has a higher

accuracy than voting. The reason is that simple averaging is more sensitive to classification scores

while voting is more sensitive to classification labels. Therefore, when prediction score of false

label is much higher than correct label, the false label will dominate the average score and affect
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Fig. 9. CIFAR10: accuracy of defense architecture with various k under simple averaging and voting.

Table 5. Accuracy of Bit-plane Classifiers under Black-box Attack

Attacks 3-bit 4-bit 5-bit 6-bit 7-bit 8-bit

SimBA 94.71% 94.39% 94.19% 94.70% 94.85% 95.16%

ZOO 90.63% 90.09% 89.66% 91.49% 91.57% 91.70%

Boundary 88.60% 90.77% 91.38% 92.04% 91.96% 92.23%

Table 6. Accuracy of Defense Architecture under Black-box Attacks with Various k

(Number of Bit-plane Classifier)

Number of bit-plane classifiers 0 1 2 3 4 5 6

CIFAR-10

SimBA 61.23% 70.85% 78.39% 81.85% 83.71% 85.37% 86.39%

ZOO 0 58.62% 74.90% 79.72% 83.33% 85.36% 85.80%

Boundary 60.73% 88.60% 90.77% 91.38% 92.04% 91.96% 92.23%

the final result. And because more modified bits lie in high-order plane under FGSM than DeepFool

and C&W, adversarial examples by FGSM have high scores for false labels, which results in a lower

accuracy than voting. Also, when k is small, a large accuracy gap exists between voting and simple

averaging. Ask increases, the gap gradually decreases. This indicates that voting methods are more

effective when there are enough classifiers.

4.2.6 Defense under Black-box Attack. SimBA [9], ZOO [4], and Boundary [2] attacks are

achieved to evaluate the defense under black-box attack. First, adversarial examples are gener-

ated by these attacks on CIFAR-10 and then fed into the RGB-based model, which gives accuracy

of 61.23%, 0, and 60.73%, respectively, for attack SimBA, ZOO, and Boundary. When all adversarial

examples are transformed into bit-planes and fed into bit-plane classifiers, accuracy gets higher

shown in Table 5. It is because no matter white-box or black-box attack, the generated adversar-

ial examples show the same characteristics, small magnitude and imperceptibility. Table 6 shows

accuracy when bit-plane classifiers are integrated with simple averaging under black-box. As the

number of integrated bit-plane classifier increases, the accuracy increases.
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Fig. 10. Perturbation rate of bit-plane in the adversarial example under FGSM attacks with different ϵ .

Table 7. Accuracy of Bit-plane Classifiers under FGSM Attack with Different ϵ

bit-plane

classifers

CIFAR-10/FGSM

0.01 0.02 0.04 0.06 0.08 0.10

3-bit 88.39% 76.04% 54.71% 39.84% 33.66% 31.52%

4-bit 88.37% 74.61% 54.16% 39.69% 33.23% 29.77%

5-bit 87.53% 73.13% 53.94% 41.90% 34.09% 30.47%

6-bit 87.39% 75.09% 57.61% 45.36% 36.98% 32.86%

7-bit 87.65% 75.35% 56.42% 44.63% 38.22% 34.75%

8-bit 87.47% 75.22% 56.05% 44.77% 37.24% 33.67%

5 ADAPTIVE ATTACK

Bit-plane classifiers use the highest k bits of pixel values as input. Since high-order bits are sel-

dom affected by perturbations, bit-plane classifiers can be robust. However, when attackers place

perturbations on the high-order bits, will our defense still take effect? To evaluate robustness of

our proposed defense method, we analyze adaptive attack targeting our method: attacks inducing

perturbations in high-order bit-planes. Modifying the factor ϵ of FGSM to an appropriate value,

we get a natural adaptive attack. Figure 10 shows the bit-plane perturbations rate under different

ϵ . It is natural that as ϵ gets larger, more modifications appear in the high-order bit-planes. The

affected high-order bit-planes degrade our defense method. Table 7 shows accuracy of adversarial

example of bit-plane classifiers on CIFAR-10, under FGSM attack with different ϵ . It can be con-

cluded that as ϵ gets larger, our defense will fail. However, when ϵ becomes larger, such examples

are no longer adversarial examples, because much more modifications in high-order bit-planes

make huge difference in vision between adversarial example and clean data, which leads to the

perception for human eyes. Figure 11 shows the adversarial examples under FGSM attack with

different ϵ . The adversarial examples are not imperceptible anymore. They can be easily detected

by human eyes.
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Fig. 11. Adversarial examples under FGSM attack with different ϵ .

To circumvent our defense method, adapted attack must place perturbations to the high-order

bit-planes. In this case, the adversarial examples will be very different from the clean data; they

are not qualified adversarial examples anymore. Therefore, we can draw the conclusion that our

defense method is robust as long as the adversarial examples are qualified.

6 CONCLUSION

In this article, based on the observation that most perturbations are generated with minimum

magnitude constraint for imperceptibility, we propose bit-plane classifiers. Bit-plane classifiers

take the bit-plane channels as input. To further explain the defense, we also propose two new

metrics: bit-plane perturbation rate and channel modification rate. Besides, following the idea of

ensemble learning, we integrate the target model with different robust bit-plane classifiers. Dif-

ferent ensemble methods are discussed. Experimental results show that our defense method can

greatly improve classification accuracy under white-box and black-box attacks. We also discuss

the potential adaptive attack, and its results further demonstrate that our defense can work as

long as the adversarial examples are imperceptible and qualified.
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