Chapter 3

Thermal and Power Delivery Challenges in 3D
ICs
Pulkit Jain, Pingqiang Zhou, Chris H. Kim, and Sachin S. Sapatnekar

Abstract Compared to their 2D counterparts, 3D integrated circuits provide the
potential for tremendously increased levels of integration per unit footprint. While
this property is attractive for many applications, it also creates more stringent design
bottlenecks in the areas of thermal management and power delivery. First, due to
increased integration, the amount of heat per unit footprint increases, resulting in
the potential for higher on-chip temperatures. The task of thermal management must
necessarily be shared both by the heat sink, which transfers internally generated heat
to the ambient, and by using thermally conscious design methods. Second, the power
to be delivered to a 3D chip, per package pin, is tremendously increased, leading to
significant complications in the task of reliable power delivery. This chapter presents
an overview of both of these problems and outlines solution schemes to overcome
the corresponding bottlenecks.

3.1 Introduction
One of the primary advantages of 3D chips stems from their ability to pack circuitry
more densely than in 2D. However, this increased level of integration also results in
side effects in the form of new limitations and challenges to the designer. Thermal
and power delivery problems can both be traced to the fact that a k-tier 3D chip
could use k times as much current as a single 2D chip of the same footprint while
using substantially similar packaging technology. The implications of this are as
follows:
• First, the 3D chip generates k times the power of the 2D chip, which implies
that the corresponding heat generated must be sent out to the environment. If the
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design technique is thermally unaware and the package thermal characteristics for
2D and 3D circuits are similar, this implies that on-chip temperatures on 3D chips
will be higher than for 2D chips. Elevated temperatures can hurt performance and
reliability, in addition to introducing variabilities in the performance of the chip.
Therefore, on-chip thermal management is a critical issue in 3D design.
• Second, the package must be capable of supplying k times the current through
the power supply (Vdd and ground) pins as compared to the 2D chip. Moreover,
the power delivery problem is worsened in 3D ICs as through-silicon vias (TSVs)
contribute additional resistance to the supply network. Given that reliable power
grid design is a major bottleneck even for 2D designs, this implies that significant
resources have to be invested in building a bulletproof power grid for the 3D chip.
This chapter presents an overview of the issues related to thermal and power grid
design. We first focus on thermal issues in Section 3.2, presenting an overview of
methods for thermal analysis, followed by pointers to thermal optimization techniques, the details of which are addressed in several other places in this book. Next,
in Section 3.3, we describe the challenges of power delivery in 3D systems and
outline solutions to overcome them.

3.2 Thermal Issues in 3D ICs
3.2.1 The Thermal PDE
Full-chip thermal analysis involves the application of classical heat transfer theory.
The differences lie in incorporating issues that are specific to the on-chip context:
for example, on-chip geometries are strongly rectilinear in nature and involve rectangular geometric symmetries; the major sources of heat, the devices, lie in either a
single layer in each 3D tier, and the points at which a user is typically interested in
analyzing temperature are within the device layer(s).
Conventional heat transfer in a chip is described by Fourier’s law of conduction
[29], which states that the heat flux, q (in W/m2 ), is proportional to the negative gradient of the temperature, T (in K), with the constant of proportionality corresponding
to the thermal conductivity of the material, kt (in W/(m K)), i.e.,
q = −kt ∇T

(3.1)

The divergence of q in a region is the difference between the power generated and
the time rate of change of heat energy in the region. In other words,
∇ · q = −kt ∇ · ∇T = −kt ∇ 2 T = g(r,t) − ρcp

∂T(r,t)
∂t

(3.2)

Here, r is the spatial coordinate of the point at which the temperature is being determined, t represents time (in s), g is the power density per unit volume (in W/m3 ),
cp is the heat capacity of the chip material (in J/(kg K)), ρ is the density of the
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material (in kg/m3 ). This may be rewritten as the following heat equation, which is
a parabolic PDE:
ρcp

∂T(r,t)
= kt ∇ 2 T(r,t) + g(r,t)
∂t

(3.3)

The thermal conductivity, kt , in a uniform medium is isotropic, and thermal conductivities for silicon, silicon dioxide, and metals such as aluminum and copper
are fundamental material properties whose values can be determined from standard tables. In practice, in early stages of analysis and for optimization purposes,
integrated circuits may be assumed to be layer-wise uniform in terms of thermal
conductivity. The bulk layer has the conductivity of bulk silicon, and the conductivity of the metal layers is often computed using an averaging approach: this region
consists of a mix of silicon dioxide and metal, and depending on the metal density
within the region, an effective thermal conductivity may be used for macroscale
analysis.
The solution to Equation (3.3) corresponds to the transient thermal response. In
the steady state, all derivatives with respect to time go to 0, and therefore, steadystate analysis corresponds to solving the PDE:
∇ 2 T(r) = −

g(r)
kt

(3.4)

This is the well-known Poisson’s equation.
The time constants of heat transfer are of the order of milliseconds and are much
longer than the subnanosecond clock periods in today’s VLSI circuits. Therefore,
if a circuit remains within the same power mode for an extended period of time
and its power density distribution remains relatively constant, steady-state analysis
can capture the thermal behavior of the circuit accurately. Even if this is not the
case, steady-state analysis can be particularly useful for early and more approximate
analysis, in the same spirit that steady-state analysis is used to analyze power grid
networks early in the design cycle. On the other hand, when greater levels of detail
about the inputs are available or when a circuit makes a number of changes between
power modes at time intervals above the thermal time constant, transient analysis is
possible and potentially useful.
To obtain a well-defined solution to Equation (3.3), a set of boundary conditions must be imposed. Typically, at the chip level, this involves building a package
macromodel and assuming that this macromodel interacts with a constant ambient
temperature.

3.2.2 Steady-State Thermal Analysis Algorithms
Next, we will describe steady-state analysis techniques based on the application of
the finite difference method (FDM) and the finite element method (FEM). Both
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methods discretize the entire chip and form a system of linear equations relating the temperature distribution within the chip to the power density distribution.
The major difference between the FDM and FEM is that while the FDM discretizes the differential operator, the FEM discretizes the temperature field. The
primary advantage of the FDM and FEM is their capability of handling complicated material structures, particularly nonuniform interconnect distributions in a
VLSI chip.
The FEM and FDM methods both lead to problem formulations that require the
solution of large systems of linear equations. The matrices that describe these equations are typically sparse (more so for the FDM than the FEM, as can be seen from
the individual element stamps) and positive definite. There are many different ways
of solving these equations [9]. Direct methods typically use variants of Gaussian
elimination, such as LU factorization, to first factor the matrices and then solve the
system through forward and backward substitutions. The cost of LU factorization is
O(n3 ) for a dense n × n matrix but is just slightly superlinear in practice for sparse
systems. This step is followed by forward/backward substitution, which can be performed in O(n) time for a sparse system where the number of entries per row is
bounded by a constant. If a system is to be evaluated for a large number of righthand side vectors, corresponding to different power vectors, LU factorization only
needs to be performed once, and its cost may be amortized over the solution for
multiple input vectors.
Iterative methods are seen to be very effective for large sparse positive definite
matrices. This class of techniques includes more classical methods such as Gauss–
Jacobi, Gauss–Seidel, and successive overrelaxation, as well as more contemporary
approaches based on the conjugate gradient method or GMRES. The idea here is to
begin with an initial guess solution and to successively refine it to achieve convergence. Under certain circumstances, it is possible to guarantee this convergence: in
particular, FDM matrices have a structure that guarantees this property. For FDM
methods, the similarity with the power grid analysis problem invites the use of similar solution techniques, including random walk methods [30, 31] and other methods
such as multigrid approaches [23, 24].

3.2.2.1 Formulation of the FDM Equations
The steady-state Poisson’s equation (3.4) can be discretized by writing the second
spatial derivative of the temperature, T, as a finite difference in rectangular coordinates. The spatial region may be discretized into rectangles, each represented by
a node, with sides along the x, y, and z directions with lengths x, y, and z ,
respectively. Let us assume that the region of interest is placed in the first octant,
with a vertex at the origin. We will use Ti,j,k to represent the steady-state temperature at node (ix, jy, kz), and there is one equation associated with each node
inside the chip.
This discretization can be used to write an approximation for the spatial partial
derivatives. For example, in the x direction, we can write
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Ti+1,j,k − Ti,j,k
T −T
− i,j,k xi−1,j,k
x
x
Ti+1,j,k − 2Ti,j,k + Ti−1,j,k
=
(x)2

∂ 2 T(r)
≈
∂ 2x
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(3.5)
(3.6)

Similar equations may be written in the y and z spatial directions.
Let us define the operators δx2 , δy2 , and δz2 as
δx2 Ti,j,k = Ti+1,j,k − 2Ti,j,k + Ti−1,j,k
δx2 Ti,j,k = Ti,j+1,k − 2Ti,j,k + Ti,j−1,k
δz2 Ti,j,k = Ti,j,k+1 − 2Ti,j,k + Ti,j,k−1

(3.7)

The FDM discretization of Poisson’s equation using finite differences thus results
in the following system of linear equations:
δy2 Ti,j,k
δ 2 Ti,j,k
gi,j,k
δx2 Ti,j,k
+
+ z 2 =−
2
2
kt
(x)
(y)
(z)

(3.8)

A better visualization of the discretization process, particularly for an electrical engineering audience, employs another standard device in heat transfer theory
that builds an equivalent thermal circuit through the so-called thermal–electrical
analogy. Each node in the discretization corresponds to a node in the circuit. The
steady-state equation corresponds to a network where “thermal resistors” are connected between nodes that correspond to spatially adjacent regions and “thermal
current sources” that map on to power sources. The voltages at the nodes in this
thermal circuit can then be computed by solving the circuit, and these yield the temperature at those nodes. Mathematically, this can be derived from Equation (3.4) by
writing the discretized equation in a slightly different form from Equation (3.8). For
example, in the x direction, the finite difference in Equation (3.5) can be rewritten as


Ti,j,k − Ti−1,j,k
Ti+1,j,k − Ti,j,k
1
∂ 2 T(r)
·
(3.9)
≈
−
2
Ri+1,j,k
Ri−1,j,k
kt Ax x
∂ x
where Ri−1,j,k = kx
, and Ax = yz is the cross-sectional area of the element
t Ax
when sliced along the x-axis, to obtain the following discretization:


 

Ti−1,j,k + Ti,j,k
Ti,j−1,k − Ti,j,k
Ti,j+1,k − Ti,j,k
Ti+1,j,k − Ti,j,k
+
+
+
+
Ri+1,j,k
Ri−1,j,k 
Ri,j+1,k
Ri,j−1,k

Ti,j,k−1 − Ti,j,k
Ti,j,k+1 − Ti,j,k
= −Gi,j,k
+
Ri,j,k+1
Ri,j,k−1
(3.10)

where Gi,j,k = gi,j,k V is the total power generated within the element and V =
Ax x = Ay y = Az z .
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Representation (3.10) can readily be recognized as being equivalent to the nodal
equations at each node of an electrical circuit, where the node is connected to the
nodes corresponding to its six adjacent elements through thermal resistors, as shown
in Fig. 3.1. In other words, the solution to the thermal analysis problem using FDM
amounts to the solution of a circuit of linear resistors and current sources.
(x,y,z+1)

Fig. 3.1 Thermal resistances
connected to a node (x,y,z)
after FDM discretization

(x,y+1,z)

(x−1,y,z)

(x+1,y,z)
(x,y,z)

(x,y−1,z)

(x,y,z−1)

The ground node, or reference, for the circuit corresponds to a constant temperature node, which is typically the ambient temperature. If isothermal boundary
conditions are to be used, this simply implies that the node(s) connected to the ambient correspond to the ground node. On the other hand, it is possible to use a more
detailed thermal model for the package and heat spreader, consisting of an interconnection of thermal resistors and thermal capacitors, as used in HotSpot [1, 38],
or another type of compact model such as a reduced–order model. In either case,
one or more nodes of the package model will be connected to the ambient, which
is taken to be the ground node. Such a model can be obtained by applying, for
example, the FDM or FEM on the package, and extracting a (possibly sparsified)
macromodel that preserves the ports that connect the package to the chip and to the
ambient.
The overall equations for the circuit may be formulated using modified nodal
analysis [7], and we may obtain a set of equations:
GT = P

(3.11)

Here G is an n × n matrix and T, P are n-vectors, where n corresponds to the number
of nodes in the circuit. It is easy to verify that the G matrix is a sparse conductance
matrix that has a banded structure, is symmetric, and is diagonally dominant.
For transient thermal analysis, the time-dependent left-hand side term in
Equation (3.3) is nonzero. Using a similar finite difference strategy as above, the
equation may be discretized in the space domain as
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 2 n+1
n+1
n
n
δy2 Ti,j,k
δx Ti,j,k + δx2 Ti,j,k
+ δy2 Ti,j,k
∂Ti,j,k
= kt
ρcp
+
∂t
2 (x)2
2 (y)2

n+1
n
n
2
2
δz Ti,j,k + δz Ti,j,k
gi,j,k
+
+
2
ρcp
2 (z)

(3.12)

The time-independent terms on the right-hand side can again be considered to be
the currents per unit volume through thermal resistors and thermal current sources.
∂T
The left-hand side, on the other hand, represents a current source of value ρcp ∂ti,j,k .
Recalling that in the thermal–electrical analogy, the temperatures correspond to voltages, it is easy to see that we can represent the left-hand side by a thermal capacitor
of value ρcp per unit volume.
Given this mapping, transient thermal analysis can be performed by creating the
equivalent network consisting of resistors, current sources, and capacitors and using
routine electrical techniques for transient analysis.

3.2.3 The Finite Element Method
The FEM provides another avenue to solve Poisson’s equation described by
Equation (3.4). While it is a generic, classical, and widely used technique for solving such PDEs, it is possible to use the properties of the on-chip problem, outlined
at the beginning of Section 3.2.1, to compute the solution efficiently.
A succinct explanation of FEM, as applied to the on-chip case, is provided in
[10]. In finite element analysis, the design space is first discretized or meshed into
elements. Different element shapes can be used such as tetrahedra and hexahedra.
For the on-chip problem, where all heat sources are modeled as being rectangular,
a reasonable discretization [11] for the FEM divides the chip into 8-node rectangular hexahedral elements, as shown in Fig. 3.2. In the on-chip context, hexahedral
elements also simplify the book-keeping and data management during FEM. The
temperatures at the nodes of the elements constitute the unknowns that are computed
during finite element analysis, and the temperature within an element is calculated
using an interpolation function that approximates the solution to the heat equation
within the elements, as shown below:
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Fig. 3.2 An 8-node
hexahedral element used in
the FEM
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T(x,y,z) =

8


Ni (x,y,z)Ti

(3.13)

i=1

where Ni (x,y,z) is the shape function associated with node i and Ti is the temperature
at node i. Let (xc ,yc ,zc ) be the center of the element and denote the width, depth, and
height of the element by w, d, and h, respectively. The temperature at any point
within the element is interpolated in FEM using a shape function, Ni (x,y,z), which
in this case is written as the trilinear function:

 

1 2(xi − xc )
1 2(yi − yc )
+
+
Ni (x,y,z) =
(x − xc ) ×
(y − yc )
2
2
w2
d2


(3.14)
1 2(zi − zc )
+
(z − zc )
×
2
h2
The property of this function is that its value is 1 at vertex i and 0 at all other vertices,
which satisfies the elementary requirement corresponding to a vertex temperature,
as calculated in Equation (3.13).
From the shape functions, the thermal gradient, g, can be found, using Equation
(3.13), as follows:
⎡

⎤
∂T
⎢ ∂x ⎥
⎢ ∂T ⎥
⎢
⎥
g=⎢
⎥ = BT
⎢ ∂y ⎥
⎣ ∂T ⎦
∂z
⎡
δN1 δN2
···
⎢ δy δx
⎢ δN δN
⎢ 1
2
where B = ⎢
···
⎢ δy δy
⎣ δN δN
1
2
···
δz δz

(3.15)

δN8
δx
δN8
δy
δN8
δz

⎤
⎥
⎥
⎥
⎥
⎥
⎦

(3.16)

As in the case of circuit simulation using the modified nodal formulation [7],
stamps are created for each element and added to the global system of equations,
given by
Kg T = P

(3.17)

where T is the vector of all the nodal temperatures. This system of equations is
typically sparse and can be solved efficiently.
In the FEM, these stamps are called element stiffness matrices, K, and their values can be determined using techniques based on the calculus of variations. While
a complete derivation of this theory is beyond the scope of this chapter and can be
found in a standard text on FEM (such as [25]), it suffices to note that the end result
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yields the following stamps. For the case where only heat conduction comes into
play, we have

K=
BT DBdV
(3.18)
V

where V is the volume of the element and D = diag(kt,x , kt,y , kt,z ) is a 3 × 3 diagonal
matrix in which kt,i, i ∈{x,y,z} represents the thermal conductivity in each of the
three coordinate directions, for the case where the region is anisotropic along the
three coordinate directions; in many cases, kt,x = kt,y = kt,z = kt .
For our hexahedral element, the stamp for the conductive case is given by the 8
× 8 symmetric matrix whose entries depend only on w, h, and d and is given by
⎤
ABCDEFGH
⎢BADCF EH G⎥
⎥
⎢
⎢CDABGH EF⎥
⎥
⎢
⎢DCBAH GF E⎥
⎥
K=⎢
⎢EF GH ABCD⎥
⎥
⎢
⎢F EH GBADC⎥
⎥
⎢
⎣GH EF CDAB⎦
HGFEDCBA
⎡

(3.19)

where
kt,x hd kt,y wd kt,z wh
kt,x hd kt,y wd kt,z wh
+
+
, B=−
+
+
9w
9h
9d
9w
18h
18d
kt,x hd kt,y wd kt,z wh
kt,x hd kt,y wd kt,z wh
−
+
, D=
−
+
C=−
18w
18h
36d
18w
9h
18d
kt,x hd kt,y wd kt,z wh
kt,x hd kt,y wd kt,z wh
E=
+
−
, F=−
+
−
18w
18h
9d
18w
36h
18d
kt,x hd kt,y wd kt,z wh
kt,x hd kt,y wd kt,z wh
−
−
, H=
−
−
G=−
36w
36h
36d
36w
18h
18d
The stamps from various elements, including separate conductive and convective stamps, if applicable, and the power dissipation vector may now be superposed
to obtain the global stiffness matrix. The entire mesh consists of these hexahedral
elements aligned in a grid, with each node being shared by at most eight different
elements. The element stiffness matrices are stamped into a global stiffness matrix,
Kg , by adding together the components of the element matrices corresponding to the
same node. Each entry of the global power vector, P, contains the power dissipated
or heat generated at the corresponding node, as well as possible additions from the
convective element.
All of these stamps are incorporated into the global set of equations, given by
(3.17). In the case of isothermal boundary conditions, or if a node is connected to
the ambient, the corresponding temperature is set to the ambient. The number of
equations and variables can be correspondingly reduced. For example, if T1 is the
A=
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vector of unknown temperatures, and all nodes in the subvector T2 are connected to
fixed temperatures, then the global stiffness matrix can be written in the form


Kg,11 Kg,12
Kg,21 Kg,22



T1
T2




=

P1
P2


(3.20)

The fixed values in T2 can be moved to the right-hand side to obtain the reduced set
of equations:
Kg,11 T1 = P1 − Kg,12 T2

(3.21)

3.2.4 Thermal Optimization of 3D Circuits
The illustration in Fig. 3.3 shows a simple thermal model for a 3D circuit and outlines techniques for overcoming thermal challenges in these structures. The figure
shows a schematic of a 3D chip sitting atop a heat sink: this is modeled using a distributed power source feeding a distributed resistive network connected to a thermal
resistance that models the heat sink. Although this is a coarse model, it suffices for
illustrative purposes. By the thermal–electrical analogy, the voltage in this network
represents the temperature on the chip. The temperature can therefore be reduced
using the following schemes:
• Through low-power design: By reducing the power dissipation of the chip, the
thermal current injected into the network can be reduced, controlling the IR drop,
and therefore, the voltage.

Pcells
Rchip

Chip
Rsink

Fig. 3.3 A simple thermal
model for a 3D chip

Heat Sink
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• By rearranging the heat sources: The locations of the heat sources can be altered
through physical design (floorplanning and placement) to obtain improved temperatures. Coarsely speaking, this implies that high-power modules should be
moved away from each other and closer to the heat sink.
• By improving thermal conduits: The temperature may also be reduced by improving the effective thermal conductivity of paths from the devices to the heat sink.
An effective method for achieving this is through the insertion of thermal vias:
thermal vias are structurally similar to electrical vias but serve no electrical purpose. Their primary function is to conduct heat through the 3D structure and
convey it to the heat sink.
• By improving the heat sink: An improved heat sink results in an improvement in
the value of Rsink , which can help reduce the temperature.
We will discuss several of these techniques elsewhere in this book, except for the
last, which is beyond the scope of the book.

3.3 Power Delivery in 3D ICs
Despite the recent surge in 3D IC research, there has been very little work from
the circuit design and automation community on power delivery issues for 3D ICs.
On-chip power supply noise has worsened in modern systems because scaling of
the power supply network (PSN) impedance has not kept up with the increase in
device density and operating current due to the limited wire resources and constant
RC per wire length [26], and as stated earlier, this situation is worsened in 3D ICs.
The increased IR and Ldi/dt supply noise in 3D chips may cause a larger variation in
operating speed leading to more timing violations. The supply noise overshoot due
to inductive parasitics may aggravate reliability issues such as oxide breakdown,
hot carrier injection (HCI), and negative bias temperature instability (NBTI) [2, 33]
(which are also negatively affected by elevated temperatures). Consequently, onchip power delivery will be a critical challenge for 3D ICs.
This section begins with a basic overview of power delivery issues in conventional high-performance 2D circuits in Section 3.3.1. Next, we examine the 3D IC
power delivery problem, modeling techniques, and comparisons with conventional
2D ICs in Section 3.3.2. A few promising architectures that attempt to leverage the
3D IC topology to alleviate the specific power delivery problems are then described
in Section 3.3.3, followed by a description of a few 3D-specific CAD techniques for
power grid optimization.

3.3.1 The Basics of Power Delivery
According to scaling roadmaps, future high-performance ICs will need multiple,
sub-1 V supply voltages, with total currents exceeding 100 A/cm2 even for 2D chips
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[4]. Conventional power delivery methods for high-performance ICs employ a DC–
DC converter known as a voltage regulator module (VRM). The VRM is typically
mounted on the motherboard, with external interconnects providing the power to
the chip, as depicted in Fig. 3.4a. The intrachip power delivery network is shown in
Fig. 3.4b, which shows a part of the modeled PSN of a microprocessor [28]. The
package parasitics, contributed by the I/O pads and bonding wires, are modeled as
an inductance and resistance in series. The decoupling capacitors (decaps) shown in
the figure are intended to damp out transient noise and include the external decap as
well as the capacitance due to the various circuit components such as the MOS gate
capacitance.

Fig. 3.4 (a) Conventional power delivery architecture [39] © 2007 IEEE. (b) On-chip power grid

The chip acts as a distributed noise source drawing current in different locations and at different frequencies, causing imperfections in the delivered supply.
The supply that reaches the processor is affected by IR and Ldi/dt drop across the
package constituting the supply noise: the package impedance has largely remained
unaffected by technology scaling. Scaling does, however, result in some unwanted
effects on-chip, namely, increased currents and faster transients from one technology node to the next. The former aggravate the IR drop, while the latter worsen
the Ldi/dt drop. Over and above these effects is the issue of global resonant noise
in which the supply impedance gets excited to produce large drops on supply at or
near the resonant frequency. With these increased levels of noise and reduced noise
margins, as Vdd levels scale down, reliable power delivery to power-hungry chips
has become a major challenge.
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The noise spectrum for a typical power grid is shown in Fig. 3.5a. The DC
component of the noise is given by IR drop across the package and power grid.
The first
√ peak in the figure corresponds to the resonant frequency, given by fres =
1/(2π LC), which typically appears in the range of 100–300 MHz. An excitation
at this frequency can be triggered during microprocessor loop operations or wakeup.
Several other peaks are seen in the figure due to switching at clock frequency and
its higher harmonics or due to local resonance: the corresponding noise is typically
an order less in magnitude than the resonant peak. Figure 3.5b shows a measured
supply impedance profile of a separate test structure, which validates the simulation
model developed in Fig. 3.4. The noise at a particular frequency is estimated by
multiplying the impedance with the current component at that frequency [15, 41].

Fig. 3.5 (a) Simulation of the supply noise spectrum. (b) Measurement results for supply noise
[15] © 2006 IEEE

3.3.2 Three-Dimensional IC Power Delivery: Modeling
and Challenges
In this section, we focus on the power delivery problem for 3D ICs and analyze the
PSN noise problem in this regime.
A model for 3D ICs, based on distributed models of the on-chip and package
power supply structures, is shown in Fig. 3.6 [19]. Power is fed from the package
through power I/O bumps distributed over the bottom-most tier and travels to the
upper tiers using TSVs. The footprint of the chip can be divided into cells, which
are identical square regions between a pair of adjacent power and ground pads, as
shown in Fig. 3.6a. The cells are connected in Fig. 3.6b in the form of a grid formed
by several subcells between adjacent TSVs. Electrically, each TSV is modeled as
a series combination of resistance and inductance. The planar square cells use a
lumped model, where Rsi , Ji , and Cdi represent, respectively, the grid resistance,
effective current density, and chip decap on a per-unit basis. Since each pad is shared
by four independent cells, the package parameters are normalized by a factor of
four. The subcell can be then repeated multiple times to realize the complete 3D IC
functional block.
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Fig. 3.6 Distributed model for 3D IC [19]. (a) Division of the power grid into independent cells.
(b) A model for one such cell. © IEEE 2007

The power grid model must necessarily be tied to a real 3D process. Figure 3.7a
depicts a 3D IC cross-sectional model of a production level 0.18 μm 3D process
from MIT Lincoln Laboratory [5]. This process has three tiers. The bonding pads
are on the top tier, while the heat sink is typically below the bottom tier. Processors
or other power intensive circuits would ideally be placed on the bottom tier in close
proximity with the heat sink.
The tiers are interconnected through TSVs for electrical and thermal conduction.
Figure 3.7b shows the cross-sectional scanning electron microscope (SEM) photograph of a stacked TSV connecting the back metal of the top tier with the top level
metal of the bottom tier. A simplified resistance model is superimposed. Based on
actual parameter extraction [5], each stacked cone-shaped TSV has a resistance of
1  in this process. The top and middle tiers are aligned face-to-back, while the

Fig. 3.7 (a) Cross section of 3D FD-SOI process. (b) Simplified via resistance model aligned with
a cross-sectional SEM photograph [21]. © IEEE 2007
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middle and bottom tiers one face-to-face, making the path from the top to middle
tier longer and more resistive. This configuration can be modeled by breaking up the
total 1-stacked via resistance into chunks of 0.25 , 0.5 , and 0.25 , as shown
in Fig. 3.7b. The values of TSV inductance and capacitance can be ignored as their
values, found experimentally, are fairly small [45].
The TSV resistance in the supply path potentially imposes new challenges in 3D
power delivery vis-à-vis the conventional 2D case [20]. First, the lower tiers experience worsened PSN noise due to the increased resistance in the PSN. Moreover,
power intensive circuits have to be placed at the bottom tier, which makes reliable
power delivery further difficult.
In 3D, there are two significant points of departure, in comparison with models
for conventional 2D chips. First, for the same circuitry, the reduced footprint of the
3D die effectively increases the package parasitics: since ratios of the number of
supply pins and bonding wires to the supply current are reduced, the role of the
package resistance and inductance is increased. Second, the noise characteristics in
each tier are affected by the additional TSV resistance in the supply path.
Figure 3.8a shows the circuit models developed to compare the 3D and 2D cases.
The models are based on curve fits with the impedance profile of a distributed supply
network model, along with typical decap and package parasitic values. In 3D, we see
that the supply path would be dominated by the TSVs. The overall chip capacitance
(3nF in the 2D case) within an equal footprint is assumed to be split equally in the
3D IC between its three tiers. Moreover, due to the reduced footprint of the 3D die,
the number of power pins is assumed to be a third of the 2D case, leading to 3×
increase in package parasitic inductance and resistance values.
Since the noise at the bottom tier is predictably worst, we compare the impedance
response of this tier with the 2D case. The normalized impedance comparison is
shown in Fig. 3.8b, which illustrates the following:
• Low-frequency impedance: At low frequencies, the capacitors and inductors
are open and short circuited, respectively. Therefore, the 2D model has an
impedance of 2(0.01+0.03)=0.08 , while the 3D model has an impedance
of 2(0.03+0.05+0.1+0.05)=0.46 . This indicates that for the same amount of
current, the 3D chip will have 0.46/0.08=5.75× more 2R drop compared to 2D.
• Resonant peak impedance: The resonant peak is determined by the amount of
damping and the value of inductance. Here, the increased role of inductance in
3D is counteracted by the increased damping provided by the larger resistance
drop to the bottom tier, and the peaks show comparable values.
• Resonant frequencies: Two-dimensional circuits typically
√ have a resonant frequency of around 50–300 MHz, given by fres = 1/(2π LC). If the equivalent
capacitance in 3D is same as in our model, due to the increased L, the peak is
shifted to a lower frequency as seen in Fig. 3.8c.
• High-frequency impedance: At high frequencies, 2D and 3D impedances become
comparable, and this is attributed to the shielding effect of the bottom tier capacitance, due to the fact that the capacitance becomes virtually a short circuit at high
frequencies.
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Fig. 3.8 (a) Simplified PSN models for comparing impedance response in 2D and 3D. (b)
Impedance response comparison between 2D and 3D. (c) Impedance response of the three tiers
in a 3D IC [20] © IEEE 2007

Clearly, it can be seen that DC supply noise becomes a greater concern in 3D designs
as compared to its 2D counterpart.
To understand the supply noise behavior in different tiers, we analyze the
impedance spectrum (see Fig. 3.8c) across different tiers obtained by simulating
the 3D IC model. The key results are as follows:
• Low-frequency impedance: As expected, the DC- and low-frequency impedances,
which are governed by the TSV resistances, show a worsening trend for the lower
level tiers.
• High-frequency impedance: At high frequencies, the top tier has the largest
impedance, while the middle tier has the minimum AC impedance. Although this
seems to be counter intuitive, it can be explained by the shielding/decap effect of
the adjacent tier capacitances, which causes the effective damping resistances to
be the largest for the middle tier and smallest for the top tier. The above trend is
more noticeable at high frequencies beyond the resonance peak.
• Resonant behavior: Since the shielding effect mentioned above is not significant
at mid-frequencies, the resonance peak follows the low-frequency trend, with the
bottom tier being the worst case. However, there is a reduced noise offset as noted
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from the simulated curves. Moreover, since the effect of capacitance is the same
for all tiers, the resonant frequencies are almost identical.
In summary, the AC impedance is worst for the bottom tier until the resonant frequency, while beyond this point, the top tier has a slightly larger impedance value.
Since thermal constraints dictate that the bottom tier is likely to contain circuit
blocks with large current consumption, the supply noise in the bottom tier (i.e.,
the product of current and impedance) will become a significant concern for 3D
implementations.
The aim of the above discussion was to provide some quantitative understanding
of power delivery in 3D ICs. It should be pointed out that these numbers are tied
to a specific process and will change depending on the process. For example, if the
technology allows TSVs with much lower resistance or area, then the impedance
bottleneck in a path may be due to the supply pads, and the PSN models should
account for that. However, regardless of this, it remains likely that PSN will be a
key problem in 3D designs.

3.3.3 Design Techniques for Controlling PSN Noise
The presence of severe power delivery bottlenecks necessitates a look at entirely
novel power delivery schemes for 3D chips. In this section, we introduce several
possible approaches for this purpose.
3.3.3.1 On-Chip Voltage Regulation
One way of dealing with the power delivery problem in 3D ICs (and also in conventional 2D ICs) is to bring the DC–DC converter module closer to the processor,
conceptually shown in Fig. 3.9 [37]. Boosting the external voltage and locally downconverting it ensures that the current through external package, Iext , is small, and
relaxes the scaling requirement on external package impedance. Moreover, this
point of load (PoL) regulation isolates the load from global resonant noise from
external package and decap.
Traditionally, the efficiency of monolithic DC–DC converters has been limited
by the small physical inductors allowed on-chip. Typical off-chip DC–DC conversion requires high-Q inductors of the order of 1-100 μH [17], which are difficult
to implement on-chip due to their area requirements. With growing power delivery
problems, the focus has been on building compact inductors through technologies

Fig. 3.9 Insertion of a
DC–DC converter near the
load [37]. © 2004 IEEE
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like thin film inductors [22] or on more efficient, but costly, DC–DC converters
through multiphase/interleaving topologies [42, 44]. Clearly, there is an onus to
incorporate these on-chip, which calls for a different process altogether. The possibility to stack different wafers with heterogeneous technologies, as offered by
three-dimensional wafer-level stacking in 3D ICs, is thus the natural solution for
realizing on-chip switching converters.

3.3.3.2 Z-axis Power Delivery
Z-axis or 3D power delivery [6, 16], in which the PSN is vertically integrated with
the processor in a 3D stack, promises an attractive solution for on-chip DC–DC
conversion. Figure 3.10 shows the schematic visualization [39] of such a Z-axis
power delivery technique using wafer–wafer integration. This still requires that all
passives, including the inductors and output capacitors, must be monolithically integrated with the power switches and control circuitry. The idea is gaining traction in
research, and implementation of such a structure, using two interleaved buck converter cells each operating at 200 MHz switching frequency and delivering 500 mA
output current has been reported [39]. In the future, we may see a 3D IC with several tiers, with one whole tier dedicated to voltage regulation, incorporating various
passives and other circuitry.
One main issue with Z-axis power delivery is the area overhead in dedicating a tier to an on-chip DC–DC converter, whose footprint should be at par with
the processor in a wafer–wafer 3D process. Moreover, high-efficiency switching
regulators for DC–DC conversion require monolithic realization of bulky passive
components. On the other hand, typical linear regulators, though less bulky, suffer
from efficiency loss.

Fig. 3.10 Z-axis power
delivery based on monolithic
power conversion and
wafer–wafer bonding [39].
© 2007 IEEE
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3.3.3.3 Multistory Power Delivery
A promising technique for achieving high-efficiency on-chip DC–DC conversion
and supply noise reduction is the multistory power delivery (MSPD) scheme [14,
32]. It has been demonstrated in [20] that the idea becomes particularly attractive
for 3D IC structures involving stacked processors and memories.
Figure 3.11 demonstrates the basic concept of MSPD. A schematic of a conventional supply network is shown in Fig. 3.11a, where all circuits draw current from a
single power source. Figure 3.11b shows the multistory supply network, with subcircuits operating between two supply stories. The concept of a “story” is merely an
abstraction to illustrate the nature of the power delivery scheme, as opposed to the
3D IC architecture, where circuits are physically stacked in tiers. In this scheme, current consumed in the “2 Vdd –Vdd story” is subsequently recycled in the “Vdd –Gnd
story.” Due to this internal recycling, half as much current is drawn compared to
the conventional scheme, with almost the same total power consumption. A reduced
current is beneficial since it cuts down the supply noise. Thus, in the best case, if
the currents in the two subcircuits are completely balanced, the middle supply path
will sink zero current. This results in minimal noise on that rail, as also illustrated
in Fig. 3.11.

Fig. 3.11 The (a)
conventional and (b)
multistory power delivery
schemes [14]. © 2005 IEEE
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The main issue with this technique is the requirement of separate body islands.
This may be difficult in typical bulk processes. However, if we consider 3D ICs,
the tiers are inherently separated electrically, which makes MSPD particularly
attractive.
Figure 3.12 is a simplistic 3D IC model for a memory (M), memory (M), processor (P) stacked configuration. To model the difference between M and P blocks, the
latter is assumed to draw twice the current of the former. We denote the two currents
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Fig. 3.12 Benchmark model
for a power delivery network
in a 3D IC. The processor is
assumed to draw twice as
much current as the memory
[20]. © 2008 IEEE

by I and 2I, respectively. The tier–tier path impedance, constituted by the TSVs, is
denoted by r. Note that r is inversely proportional to the number of parallel TSVs in
the path.
Considering the benchmark model for a 3D IC in Fig. 3.12, the application
of MSPD can lead to a variety of different electrically equivalent architectures,
depicted in Fig. 3.13. Here, the tier–tier per-path impedance is denoted by R. Note
that MSPD requires another supply rail, implying that the number of supply rails has
increased by a factor of 3/2. If we assume that all structures in Fig. 3.12 and 3.13 are
normalized to a fixed number of supply path vias, each supply rail in the latter will
have two-thirds the number of dedicated vias. This will correspond to a proportional
3/2 times increase in impedance, R, i.e., R = 1.5r.
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Fig. 3.13 Application of MSPD in 3D ICs [20]. (a) Balanced PSN in Memory–Memory–
Processor. (b) Coarse PSN in Memory–Memory–Processor. (c) Coarse PSN with identical tiers.
Here, M and P denote memory and processor blocks, respectively, and R = 1.5r for a fixed TSV
count. © 2008 IEEE
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A fine-grained application of MSPD to each tier in a 3D IC can yield the balanced PSN configuration of Fig. 3.13a. Here, the power supply domain of each tier
has been split into two equal stories, with the current from one story being recycled to the other, within and across the different tiers. This scheme leverages the
inherent balanced topology to obtain maximal reductions in supply noise levels.
However, there are obvious implementation challenges, especially related to body
voltage separation in the case of a bulk process. Figure 3.13b is a coarse-grained
application of MSPD exploiting the readily segregated tiers in a 3D IC. Here, in
spite of maintaining current recycling from a higher supply story to a lower one,
each tier has only one dedicated story and single body. Note that the operating current is recycled between the processor in the bottom tier and the memories in the
other two tiers. This scheme promises easier implementation, but may not be effective in mitigating the supply noise as there may be a substantial difference between
the processor and memory switching currents, which might negate the balancing
effect. Making MSPD effective in such a scenario would require a redistribution of
TSVs across different supply paths. On the contrary, as shown in Fig. 3.13c, if there
is a 3D IC with identical tiers, such as a dual-processor stack, we may exploit the
balance in the switching currents between two processor blocks. This could provide
a more effective implementation of the coarse-grained multistory PSN idea and can
potentially cut down DC supply noise while being easier to implement. However,
thermal issues are likely to be an obvious concern here, as the middle tier is isolated
from the heat sink at the bottom.
Table 3.1 presents an overview of the above discussion, demonstrating that
MSPD can promise substantial PSN noise reduction if the implementation issues
are satisfactorily addressed and are achievable. From the last column we see that the
power dissipation in the PSN itself can be reduced as well due to current recycling,
which is an added benefit of MSPD.
Table 3.1 Overview of various MSPD schemes

Scheme

Architecture
(M=memory,
P=processor)

Balanced PSN

M–M–P

Coarse PSN

M–M–P

Coarse PSN

M–P–P

Issues in implementation
Easy in SOI, difficult in
bulk
TSV/supply pad
redistribution required
Easy in bulk and SOI
thermal issues for the
middle tier

Noise
reduction

Power
reduction

Best

Best

Good

Good

Better

Better

Figure 3.14 presents a view of the overall effectiveness of MSPD and a comparison of the various discussed schemes in terms of DC noise at different leakage
values, and PSN power reductions obtained [20]. The values are normalized with the
corresponding nominal non-MSPD 3D IC model shown in black. Clearly, the MSPD
technique promises a DC noise reduction of 20–40% depending on the topology and
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Fig. 3.14 DC noise and PSN power for different schemes [20]. Here, μ represents the fraction of
the total operating current attributable to leakage. © 2008 IEEE

the amount of leakage current. It is interesting to note that DC noise is reduced with
leakage in an MSPD scenario.

3.3.4 CAD Techniques for Controlling PSN Noise
3.3.4.1 Decap Allocation
Several techniques are available to increase the reliability of power grids and to
control power grid noise, such as wire widening, grid topology optimization, and
decoupling capacitor (decap) insertion [36]. Of all these techniques, the decaps are
arguably the most powerful method for reducing transient noise. Decaps serve as
local current reservoirs and can be used to satisfy sudden surges in current demand
by the functional blocks/cells while keeping supply voltage levels relatively stable.
Active/passive damping methods for resonant noise using decaps [12, 13, 46] have
also been proposed.
Conventional technologies for implementing decaps are based on SiO2 -based
structures that are widely used in robust power delivery network design. Threedimensional power grid optimization has been studied in [19, 27, 43, ]. Unlike the
2D case, new considerations come into play while optimizing a 3D power grid using
CMOS decaps:
• Since CMOS decaps are usually fabricated using white space on the device layer,
they must compete for area with TSVs, or with the landing pads of 3D vias,
for the limited white space. This leads to a new resource contention problem.
One way to resolve this contention problem is to increase the chip size in order
to make room for CMOS decaps. However, one of the advantages of 3D circuits
over 2D implementations is that they result in a reduced chip footprint: increasing
the chip size may counteract this benefit.
• Leakage power is an important issue in 3D circuit design. The CMOS decaps
added to the 3D circuit will consume extra leakage power and make things worse.
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While new high-k dielectrics have been proposed, they are not in widespread use
yet and even when they are deployed, they will provide temporary relief to the
gate leakage problem.
The approach in [49] presents an approach for decap allocation in 3D power
grids, using both conventional CMOS decaps and metal–insulator–metal (MIM)
decaps. Unlike CMOS capacitors that are built in the device layer, MIM capacitors
are fabricated between metal layers. These structures have high capacitance density
and low leakage current density [3, 18, 34, 35, 40, 50].
Figure 3.15 shows the positions of CMOS and MIM decaps in a 3D circuit. MIM
decaps are usually fabricated between the top two metal layers in each 2D tier. A
significant advantage of MIM decaps lies in their extremely low leakage: in [34], the
leakage current for the 250 nF MIM decaps is reported to be about 1.0 × 10−8 A
(with leakage density of 3.2 × 10− 8 A/cm2 ), while the leakage current for a 25 nF
CMOS decap in parallel with MIM is approximately 3.2 × 10−6 A (with leakage
density of 1.45 × 10−4 A/cm2 ).
Fig. 3.15 MIM and CMOS
decaps in one 2D tier with
three metal layers [49].
© 2009 IEEE

However, MIM decaps cannot be used unconditionally to replace CMOS decaps,
since their use incurs a cost: they present routing blockages to nets that attempt to
cross them. In [49], the decap budgeting problem, using both CMOS and MIM
decaps, is formulated as a linear programming (LP) problem, and an efficient
congestion-aware algorithm is proposed to optimize the power supply noise while
trying to find a balance between the routing congestion deterioration and leakage
power increase.
An iterative flow is used to solve the decap allocation problem. In each iteration a relatively small amount of decap is allocated to the current circuit for two
reasons. First, the decap allocation problem is highly nonlinear, and this iterative
approach permits the optimization process to be controlled by solving a sequence
of linear programs, one in each iteration. In order to enable the formulation of these
linear programs, it is necessary to model the noise violation and the congestion
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using models that are linear in the decap value. The second reason is related to this
approximation: it avoids the excessive allocation of decaps that could invalidate the
approximate linear model of congestion and noise violation used in the algorithm;
these models are predicated on the assumption of small perturbations.
Experimental results demonstrate that the use of CMOS decaps alone is insufficient to overcome the violations; the use of MIM decaps results in high levels
of congestion; and the optimal mix of the two meets both congestion and noise
constraints with low leakage.

3.3.4.2 Automated MSPD Assignments for 3D ICs
The MSPD idea described in Section 3.3.3.3 can be automated by solving an optimization problem [47, 48], which formulates the two-story problem as one of
module assignment between the two stories. An important consideration in the
design of an MSPD circuit is to locally maintain the current balance between logic
blocks operating in different Vdd domains because otherwise, the imbalance current
will flow through voltage regulators and be wasted. Another important issue that has
to be considered is the design stage at which the circuit should be partitioned into
different Vdd domains. Note that a level shifter is required at the output of a logic
block if it is used to drive another logic block operating in a different Vdd domain.
Level shifters occupy silicon area and cause extra delays in the circuit.
The module assignment problem is addressed at the floorplanning level where
the number of modules is usually not very large, and their area is largely ignored. It
is assumed that K voltage regulators are distributed across the chip: these regulators
are well designed and output stable voltage levels at Vdd .
Each regulator is represented by the point at which it taps into the Vdd grid. As
shown in Fig. 3.16a, the chip is divided into K regions accordingly, such that there
is one regulator in each region and the ith region contains all the points on-chip that
primarily draw(sink) currents from(to) the ith regulator. The division of the chip into
these nonoverlapping regions can be achieved by meshing the die area using a fine
grid and determining which grid cell each block belongs to, e.g., each cell can be
said to belong to the region controlled by the nearest voltage regulator.

V1

Fig. 3.16 Graph
construction: (a) partitioning
the chip into disjoint regions
each of which is controlled by
a voltage regulator and (b)
constructing a graph where
node Vi corresponds to
module Mi [48] © 2007 IEEE
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Once the chip is partitioned into disjoint regions, it is assumed that any “imbalanced” current, i.e., current that is not recycled to the next story in a particular
region, goes through the regulator in the same region and is wasted. If a module is
located at the boundary between multiple regions, it will be decomposed into several submodules, with one submodule in each region it overlaps with, and with the
constraint that all submodules must be assigned to the same Vdd domain.
Let us focus on a particular region corresponding to a particular voltage regulator. Assume the modules located in this region are M1 , M2 , . . ., Mn , where the
current flowing through module Mi as a function of time t is given by Ii (t). Because
voltage regulators can only respond to the low-to mid-frequency components of
the imbalance currents, while the high-frequency components are usually handled
by on-chip decaps, we preprocess the input current traces obtained through cycleaccurate power simulations to smooth out the high-frequency components in the
current signals. Therefore, Ii (t) should be understood as containing only the low-to
mid-frequency-components of the current flowing through module Mi .
If we associate a 0/1 integer variable xi with module Mi defined as

xi =

0 if Mi operates between the 2Vdd and Vdd rails
1 if Mi operates between the Vdd and GND rails

(3.22)

then the total current flowing through the voltage regulator at time t will be
approximated by
  n
 n

n
 



 


Ii (t)·(1 − xi ) −
Ii (t)·xi  = 
Ii (t)·(1 − 2xi )
IR (t) = 
 


i=1

i=1

(3.23)

i=1

This problem can be shown to map on to one of graph partitioning to maximize
the cut size between the partitions, where the weights of the edges are given by

w(Vi ,Vj ) =

K

Sik Sjk
k=1

Si Sj


Ii (t)Ij (t)

(3.24)

Here, Si represents the area of the ith module, and the overlap area between the ith
modules and the kth region is denoted by Sik .
The intuition behind (3.24) is that for any pair of modules, only the portions that
are located in the same region over the chip count toward the calculation of the
correlation between them. If modules Mi and Mj are completely separated into two
disjoint regions, the weight w(Vi , Vj ) will be 0, and therefore, the corresponding
edge can be removed from the graph. An example of graph construction is shown
in Fig. 3.16b. A Fidducia–Mattheyses-like approach [8] is used to speedily find the
partition that maximizes the cut.
Experimental results in [47] demonstrate that the method is effective in building
partitions for multistory power grids in both 2D and 3D chips under an SOI-based
process, where blocks from multiple stories may coexist on the same tier. It is
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shown that the partitioning-based method is successful in recycling a large amount
of power through the system, and the quality of results of the partitioning-based
method compares favorably with an annealing approach.

3.4 Conclusion
In this chapter, we have extensively analyzed the thermal and power delivery issues
in future 3D ICs. The two issues share a common origin, in that they are caused by
the increased current per unit footprint for a 3D IC and cause significant reliability problems, as well as potential logic incorrectness. Thermal issues will be dealt
with in greater depth elsewhere in this book, but we have provided an overview
of solutions to overcoming the power delivery problem through design and CAD
approaches.
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