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A B S T R A C T

The leakage power of decaps occupies a large portion of total chip leakage power. In this paper we propose
an approximate approach to estimate the amount of the required “on” capacitance of each decap at runtime to
achieve runtime decap modulation in multicore chips, and further develop two techniques (incremental calculation and sparsiﬁcation) to improve the approximate approach. Results on a set of benchmarks show that our
approach can achieve about 45% saving in decap leakage on average, and the approximate approach can further
reduce the computation cost by up to 22× with accuracy loss of less than 1%.

1. Introduction
Power has been a primary challenge in the design of highperformance processor chips [1], and leakage power constitutes a signiﬁcant part of total chip power. Although leakage power can be
reduced eﬀectively by technologies such as Hi-k metal, SOI and DualGate in sub-45 nm technologies, it is still a big challenge in sub-22 nm
technology [2,3].
Power is delivered from the voltage regulator on the board to each
transistor on chip by a power grid as shown in Fig. 1(a). The parasitics
in the power grid, together with the temporal variations in the current
drawn by the switching circuit blocks, result in transient voltage noise
in the power grid, which can adversely impact the performance and
reliability of a chip. The on-chip decoupling capacitors (decaps) in a
multicore chip (see Fig. 2) can serve as temporary power reservoirs and
provide the needed power to its nearby large switching circuit blocks to
suppress the supply noise, and thus increase the reliability of the power
grid [4]. Unfortunately, the deliberately-added decap can occupy more
than 20% of the total chip area in high-end processors and its leakage
can contribute to more than 20% of the total power consumption [5].
There has been very limited prior work on reducing the decap leakage. In Ref. [6], the authors apply power gating technique to turn oﬀ
part of the power grid, together with its associated decaps to reduce
decap leakage. This technique can only be used when all the circuit

blocks under the local power grid are inactive. The authors in Ref. [5]
develop an active decap circuit to boost the performance of the conventional decaps so that the allocated decap resource for a given chip can
be reduced.
Our work is motivated by the characteristic of the power proﬁle
of circuit blocks in a processor chip. Fig. 1(b) shows the power proﬁle of one circuit block in a processor that is generated by simulating
one PARSEC 2.1 benchmark [7] with the full-system function simulator
GEM5 [8] and power simulator McPAT [2]. We can see it clearly that
the current demand of the circuit block has large temporal variation,
implying that its demand on the amount of decap capacitance also has
large variation, and thus there is big room for us to explore to save the
leakage power of decaps.
In this work, we consider the system level runtime decap optimization problem in a multicore chip, in which each core is composed of
a group of large circuit blocks and a small number (at most tens) of
decaps. It should be emphasized that at the circuit level, each core may
have thousands of tiny decaps distributed over the whole chip area, but our
work looks at the decap modulation problem at the system level and thus
each decap in our work can be thought of a lumped decap which consists
of tens to hundreds of tiny decaps at the circuit level. We ﬁrst propose
an approximate approach to estimate the demands on the “on” capacitance of each decap at runtime, then present two techniques to further
improve the runtime eﬃciency of the approximate approach. Once we
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Fig. 1. The model of a power grid and one sample of the current trace for the current loads
in the power grid. (a) The model of power grid for a given chip, with VDD sources, decaps
and circuit loads. (b) The simulated power proﬁle of one circuit block in a processor chip.
One time interval = 10,000 cycles.

Fig. 3. A simpliﬁed power grid with a switching load. (a) A circuit with two suppliers
(VDD source and decap) and one consumer (current load). (b) The current wave taken
from ibmpg1t in a clock cycle (2ns).

j

Our work tries to estimate Ck , the required amount of “on” capacitance of each decap k (k = 1, … , K) in each interval j, so that the decaps
can provide the just enough power to meet the needs of the L switchj
ing circuit blocks. At interval j, once we obtain Ck , we can use the
aforementioned idea such as the Gated decap or the digital capacitance
modulation to modulate the decaps to save leakage power.
3. Our methodology
Fig. 2. A multicore processor and the ﬂoorplan of one core with several large circuit
blocks and placed decaps.

In this section, we present our approximate approach to estimate
the current demands on each decap and show how it can be used in
run-time decap modulation.

know the required “on” capacitance of each decap in each time interval, we can achieve runtime decap modulation by the idea of Gated
decap [9] or digital capacitance modulation [10], which can turn oﬀ
the unused part of each decap to save leakage power. Therefore, our
approach has better ﬂexibility than the work in Ref. [6], and can also
work in tandem with the active decap idea in Ref. [5]. Results on a
set of benchmarks show that our approach can achieve about 30% saving in decap leakage, and the approximate approach can further reduce
the computation cost by up to 22× with accuracy loss of less than 1%.
Regarding the overhead for our decap estimation and modulation methods, our analysis results show that the area, energy and estimation time
overheads of our methods are negligible.
The rest of the paper is organized as follows. In Section 2 we present
our problem formulation. In Section 3, we describe our approximate
approach. We explain the two techniques to improve the approximate
approach in Section 4. Then we analyze and estimate the overhead to
implement our proposed method in Section 5. Section 6 reports the
performance of the proposed approximate approach and two techniques
for speedup on a set of benchmarks, followed by the conclusions in
Section 7.

3.1. Motivation
When switching events happen in the circuit blocks, their current
demands can be supplied by either the VDD sources or the local decaps.
To analyze the demand on decoupling capacitance during a switching
event, let’s consider the circuit shown in Fig. 3(a), which can be thought
of as a simpliﬁed canonical model of the power grid. The current pattern of the load in the circuit (shown in Fig. 3(b)) is taken from one of
the IBM power grid benchmarks [11]. For the circuit, we can observe
that
i 1 (t ) =

Vdd − VL (t )
V (t ) − V L (t )
, i 2 (t ) = C
R1
R2

(1)

Let ts and te respectively represent the starting and ending time of
the switching event. Before ts , it is reasonable to assume that the decap
is fully charged, i.e, VC (ts ) = Vdd , so at t = ts , the current provided by
the decap, i2(t ), can be expressed as
i 2 ( ts ) =

2. Problem formulation

R1
i (t )
R1 + R2 s

(2)

In the switching interval, the decap will be discharged and its voltage
will gradually drop below Vdd , so based on Equation (1), we can see
that its current i2(t ) will be smaller than

Our run-time demand estimation and modulation of decap problem
has the following inputs:

i2,approx (t ) =

1. A power grid (See Fig. 1(a)) with M VDD sources, K decaps, and L
circuit block loads modeled as current sources. The locations of the
VDD sources, decaps and current sources are known.
2. The temporal power proﬁle (tj , Ijl ) of each current source l (l =
1, … , L), where tj (j = 1, … , J) is the starting time of the j-th time
interval, J is the total number of intervals, and Ijl is the average current of load l in interval j. Note that in our problem formulation,
the time granularity of the interval has the ﬂexibility to range from
one clock cycle to thousands of cycles. It is also worth to mention
that typically a switching event happens within one clock cycle, so
if the j-th time interval includes a number of cycles, Ijl is the average
current over all the switching events in interval j.

R1
i(t ), ts < t ≤ te
R1 + R2

(3)

Fig. 4 shows how the current i2 (t ) and the total charge provided by
t =t
the decap, Qreal = ∫t =t e i2 (t ) dt, deviate from i2,approx (t ) and Qapprox =
t =t

s

∫t =t e i2,approx (t ) dt for diﬀerent R1 ∕R2 s. We can clearly see that if we use
s
i2,approx (t )/Qapprox to approximate i2 (t )/Qreal , the accuracy is reasonably
good and it increases fast as R1 ∕R2 increases. Even with R1 ∕R2 = 1,
the accuracy of the current approximation is higher than 80% for more
than half of the time, and the average accuracy over the whole interval
is about 80%, as reﬂected by the discrepancy in total charge. Considering that in a typical power grid, R1 is generally much larger (e.g., by
one or two orders of magnitude in the IBM power grid benchmarks)
than R2 , it is reasonable for us to use i2,approx (t )/Qapprox to approxi323
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Fig. 4. The diﬀerence between real decap current/charge and the approximate current/charge for the circuit shown in Fig. 3. (a) The ratio between i2 (t) and i2 , approx
(t). (b) The ratio between Qreal and Qapprox .

Fig. 6. The mapping of all the L current loads to the port nodes that all the power suppliers
connected at.

• G11 is the conductance matrix of the internal nodes,
• G12 is the conductance matrix between the internal nodes and the
port nodes,

• G22 is the conductance matrix of the port nodes,
• Vint and Vport are the voltage vectors of the internal and port nodes
and respectively,

• Jint and Jport are the current sources connected at the internal nodes
and ports respectively.

Fig. 5. A simpliﬁed model of the on-chip power grid with the power suppliers (VDD
sources and decaps) and power consumers (current loads).

• Iport is the vector of currents ﬂowing into the ports.
The Equation (5) can be ﬁnally transformed into
1
1
Iport = (G22 − GT12 G−
G ) Vport + (GT12 G−
J − Jport )
11 12
11 int

mate i2 (t )/Qreal during the switching interval, which implies that we
can replace the decaps with VDD sources when estimating the decap demand,
given the fact that i2,approx (t )/Qapprox is obtained when the decap voltage
is exactly Vdd .

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟

⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟⏞⏞⏞⏞⏞⏞⏞⏞⏞⏞⏟

Port admittance matrix A

Current vector S

(6)

where
1G
∙ A = G22 − GT12 G−
is the equivalent conductance matrix among
11 12

the port nodes,

1J
∙ S = GT12 G−
− Jport is the vector of equivalent current sources con11 int

nected at the ports after mapping all the current sources Jint and Jport
in the power grid to the ports, as shown in Fig. 6.

3.2. Capacitance demand estimation for each decap in one time interval
In this section, we present how to estimate the capacitance demand
for each decap in one time interval j (see Section 2).
As stated in Section 3.1, we can replace the decaps with VDD
sources when estimating the decap demands during the switching
events. So given an RC power grid with N nodes, M VDD sources
and L current sources as shown in Fig. 5, we can treat it as an
purely resistive power grid whose system equation can be expressed
as [12]
GV = J ,

G ∈ RN×N , V ∈ RN , J ∈ RN

In a power grid, it is safe for us to assume that the decaps, the VDD
sources and the current sources do not connect at the same nodes. Since
in our division, the port nodes only include those that the VDD sources
and the decaps connected at, we can conclude that Jport is zero, and
therefore,
1
S = GT12 G−
J ,
11 int

1
B = GT12 G−
,
11

G12

GT12

G22

Vint
Vport

]

[

=

Jint
Jport + Iport

B ∈ R(M +K )×P

(8)

, then
S = B · Jint

(9)

Consider that there are totally L current sources in the power grid, so
there are L nonzero elements in vector Jint . Without loss of generality,
let’s assume that the ﬁrst L elements in Jint are nonzero, and they forms
a new column vector U = [u1 u2 · · · uL ]T ∈ RL , we can rewrite (9) as
[ ]
U
S=B·
0

1. The port nodes, which include all the nodes that the M VDD sources
and K decaps connected at,
2. The internal nodes, which include all the rest P = N − M − K nodes
in the power grid, then the system Equation (4) can be rewritten as
][

(7)

where the ﬁrst M elements correspond to the M VDD sources, and the
rest K elements correspond to the K decaps. In (7), let

(4)

where G is the conductance matrix, V is the voltage vector of all the
nodes in the grid and J is the current vector that denotes the current
ﬂowing into/out of the power grid though each node.
Although there are N nodes in the power grid, we are only interested
in the nodes at which the power suppliers (the VDD sources and decaps)
and power consumers (the current sources) connected. Given the power
proﬁle of the current loads in one time interval, our task is to ﬁnd the
amount of current and charge each decap should provide to the loads.
We can achieve this goal by Macromodeling [13]. We can ﬁrst divide
the total N nodes in the power grid into two groups:

[
G11

S ∈ R M +K

⎡ B(1, 1) ⎤
⎡ B(1, L) ⎤
⎢
⎥
⎢
⎥
⎢
⎥
⎢
⎥
⋮
⋮
⎢
⎥
⎢
⎥
(
M
,
1
)
(
M
,
L
)
B
B
⎢
⎥
⎢
⎥
= u1 · ⎢
⎥ + · · · + uL · ⎢
⎥
⎢ B(M + 1, 1) ⎥
⎢ B(M + 1, L) ⎥
⎢
⎥
⎢
⎥
⋮
⋮
⎢
⎥
⎢
⎥
⎢
⎥
⎢
⎥
⎣B(M + K , 1)⎦
⎣B(M + K , L)⎦

]
(5)

where
324

(10)
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from which we can see that the i-th element of S, S(i), can be written as

3.3. The complete ﬂow for demand estimation and modulation of decaps at
runtime

S(i) =B(i, 1) · u1 + · · · + B(i, L) · uL

=

L
∑

B · ul ,

Algorithm 1 Run-time capacitance estimation and modulation of the
decaps.

(11)

i = 1, … , M + K

l=1

1:
2:
3:
4:
5:

Equation (11) tells us how much the L current sources in the power grid
apportion their current needs ul s to a power supplier at the i-th port, with
B(i, l)s as the apportion ratio. In other words, given the current loads U,
we can use Equation (11) to calculate the required supply current from
a supplier at the i-th port.
Since we assume the portion of current supplied by each decap does
not vary during a switching event (see Section 3.1), i.e., the coeﬃcients
B(i, l)s are constant in a switching interval [ts , te ], we can extend Equation (11) to estimate the amount of apportioned current to the k-th
decap in interval [ts , te ] as

L
∑

B(M + k, l) · ul (t ),

(12)

k = 1, … , K

In Section 3.2, we introduce our approximate approach to estimate
the amount of required “on” capacitance of each decap in one time
interval. In this section, we present the complete ﬂow to do run-time
demand estimation and modulation of the decaps. The Algorithm 1
describe the whole procedure for runtime decap modulation. We start
with the calculation of matrix B (line 2), which can be done oﬄine. In
fact, because we are only interested in the decaps, we can only obtain
the rows range from M + 1 to M + K associated with the K decaps. In
the on-line stage, we go through an iteration process: sweep the J time
intervals in the given power proﬁle (see Section 2). If the power proﬁles
of all the circuit loads in interval j is the same as that of interval j − 1,
it means that the decap demands in an interval j is the same as that
of interval j − 1 and we do not need to adjust the decaps. Otherwise,
we update the estimation of the decoupling capacitance (line 7) and
then adjust the “on” capacitance of the decaps (line 8), which can be
achieved by the idea of Gated decap [9] or digital capacitance modulation [10]. It should be mentioned that although our approach can be used
to dynamically estimate the decap demands at the granularity of one cycle,
in a real chip, the decap modulation can only be performed at least every
tens of cycles [9].

l=1

If we integrate the both sides of Equation (12) over time t, we can get
te

Qk =

=

∫ ts
L
∑

S(M + k)(t )dt

B(M + k, l) ·

l=1

=

L
∑

te

∫ ts

ul (t )dt

(13)

B(M + k, l) · ql

l=1
t

where ql = ∫t e ul (t )dt is the total amount of charge needed by the l-th
s
current source and Qk is the amount of total charge needs to be supplied
by the k-th decap.
After obtaining Qk , we can use the method proposed by Ref. [14]
to calculate the amount of required decoupling capacitance for the k-th
decap as
Ck =

L
∑
Qk
B(M + k, l)
=
· ql
limit
limit
Vnoise
Vnoise
l=1

(14)

4. Improvement techniques

limit
is the upper bound for the supply noise whose value is
where Vnoise

typically set to be 10% of Vdd [15]. In a given power proﬁle (tj , Ijl ),
if the interval j includes a number of clock cycles, then

Obtain the matrix B by Equation (8).

∕∕ On-line decap estimation and modulation

for each interval j in the given power proﬁle do
if j == 1 or j ≥ 1 and there is a transition in any of the given L
power proﬁles of the circuit loads then
6:
for k = 1 to K do
7:
estimate the amount of needed “on” capacitance for the k-th
decap Ck by Equation (14).
8:
Set the “on” capacitance of the k-th decap;
9:
end for
10: end if
11: end for

S(M + k)(t ) = B(M + k, 1)u1 (t ) + · · · + B(M + k, L)uL (t )

=

∕∕ Oﬀ-line calculation

Ijl
Ijl

In this section, we present two techniques to improve the performance of the approximate approach presented in Section 3.

would

as the
be the average current over all the cycles, so we can use
average current in a switching interval to calculate ql in Equation
(13), and the estimated decap demands Ck s will be kept constant in
interval j.
It is worth noticing that the estimated capacitance (see Equation (14)) is a kind of over-estimated capacitance. That is because
in Section 3.1 we have known the real charge delivered by
decap is smaller than the approximate one (see Fig. 4 (b)). So
the real decaps would not deliver so much charge to the loads
and the real Vdds would compensate this. As the charge supplied by a decap is proportional to its capacitance (Equation
(14)), the real needed decap is less than the estimated one calculated by our method. This guarantees our estimated capacitance of
the decaps is enough to suppress the supply noise of the power
grid.

4.1. Incremental calculation
In the algorithm presented in Section 3.3, most of the time is spent
on calculating the amount of capacitance for each decap using Equation
(14). The computation of Ck involves L times of scalar-scalar multiplications. In reality, we know that not all circuit loads change their power
proﬁles simultaneously in one particular interval. In other words, as
shown in the top part of Fig. 7, at one transition point tj , only part of
the loads change their power demands (i.e, only part of ql s in Equation
(14) change). This implies that we can obtain the decoupling capacitance Ck s in an incremental way: at the transition point tj , let S be the
set of all the changed loads, we can use the old values of Ck s to get the
updated ones as
(j )

(j−1)

Ck = Ck

(j−1)

where Ck

325

+ △Ck(j) ,

k = 1, … , K , j ≥ 2

(15)

is the value for the preceding transition point tj−1 , and
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1 , let
Proof. Note that B = GT12 ∗ G−
11

∙ matrix

G11

⎡a1,1
⎢
⎢a
= ⎢ 2,1
⎢ ⋮
⎢
⎣aP,1

a1,P ⎤
⎥
a2,P ⎥
⎥
⋮ ⎥
⎥
aP,P ⎦

···
···
⋮

···

∙ matrix

GT12

⎡ b1,1
⎢
⎢ b
= ⎢ 2,1
⎢ ⋮
⎢
⎣bM +K ,1

···
···
⋮

···

b1,P ⎤
⎥
b2,P ⎥
⎥
⋮ ⎥
⎥
bM +K ,P ⎦

∙ matrix
⎡c1,1
⎢
⎢c2,1
1
=
G−
⎢
11
⎢ ⋮
⎢
⎣cP,1

Fig. 7. Example for the runtime incremental updates of capacitance. Each point in the
power proﬁle represents the average power for a time interval, and the tj s represent the
time instants of the transition points.

c1,P ⎤
⎥
c2,P ⎥
⎥
⋮ ⎥
⎥
cP,P ⎦

···
···
⋮

···

∙ B_,j and I_,j respectively represent the j-th column of matrix B and
identity matrix I,

∑ B(M + k, l)
(j )
△Ck =
· △ql
limit
Vnoise
l∈S

then we can see that the sum of j-th column of B is

(16)

is the updated amount of decoupling capacitance, △ql is the changed
amount of charge needed by the l-th current source. Then we
can achieve an improved version of the Algorithm 1 as shown in
Algorithm 2.

∑

M +K

bi,1 + c2,j

i=1

∑

M +K

bi,2 + · · · + cP,j

i=1

bi,P

(17)

i=1

Since the matrix G (see Equation (4)) is the system conductance
matrix of the power grid, the sum of its each column is zero, so from
Equation (5) we can get that the total sum of the j-th columns of matrices GT12 and G11 should be zero, i.e.,

Algorithm 2 Improved capacitance estimation and modulation of
the decaps.
1:
2:
3:
4:
5:
6:
7:

∑

M +K

sum(B_,j ) = c1,j

∑

M +K

∕∕ Oﬀ-line calculation

Obtain the matrix B by Equation (8).
∕∕ On-line decap estimation and modulation
for each interval j in the given power proﬁle do
if j == 1 then
for k = 1 to K do
Compute the “on” capacitance of each decap, Ck , by
Equation (14).
8:
Set the “on” capacitance of the k-th decap;
9:
end for
10: else if there is a transition in any of the given L power proﬁles
of the circuit loads then
11:
for k = 1 to K do
12:
Update the “on” capacitance of each decap, Ck , by
Equation (15) and Equation (16).
13:
Set the “on” capacitance of the k-th decap;
14:
end for
15: end if
16: end for

i=1

bi,j +

P
∑

ai,j = 0

(18)

i=1

With Equation (18) we can transform Equation (17) into
sum(B_,j ) = −(c1,j

P
∑

ai,1 + c2,j

P
∑

i=1

ai,2 + · · · + cP,j

P
∑

i=1

ai,P )

(19)

i=1

On the other hand, we know that
⎡a1,1
⎢
⎢a2,1
−
1
G11 · G11 = ⎢
⎢ ⋮
⎢
⎣aP,1

···
···
⋮

···

a1,P ⎤ ⎡c1,1
⎥ ⎢
a2,P ⎥ ⎢c2,1
⎥·⎢
⋮ ⎥ ⎢ ⋮
⎥ ⎢
aP,P ⎦ ⎣cP,1

···
···
⋮

···

c1,P ⎤
⎥
c2,P ⎥
⎥
⋮ ⎥
⎥
cP,P ⎦

=I
so we have
sum(I_,j ) = c1,j

P
∑

ai,1 + c2,j

i=1

P
∑
i=1

ai,2 + · · · + cP,j

P
∑

ai,P

i=1

=1
4.2. Sparsiﬁcation and approximation

Put this into Equation (19) we can obtain that

In Fig. 6, we show that the needed charge of one load ul is apportioned among all the suppliers of M VDD sources and K decaps in the
power grid, and the ratios of the suppliers are indicated by the corresponding rows of the l-th column in matrix B (see Equation (10)). In
fact, we have the following result.

sum(B_,j ) =

M
+K
∑

B(i, j) = −1

(20)

i=1

In addition, since matrix G is the conductance matrix, so it is a Mmatrix, and its principle submatrix G11 is also a M-matrix. We can then
1 is non-negative [16] (i.e, each elededuct that its inverse matrix G−
11
ment ci,j is non-negative). Further, it is easy to observe that each element in the matrix GT12 , bi,j , is negative, because GT12 is the oﬀ-diagonal

Lemma 1. The sum of the each column l ∈ {1, 2, … , P} in matrix B is -1,
∑ M +K
B(i, l) = −1, where −1 ≤ B(i, l) ≤ 0.
i.e, ii=
=1
326
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(j )

mate equations to estimate Ck (see Equation (14)) and △Ck (see Equation (16)) as

̂k =
C

∑ ̂
B(M + k, l)
· ql
limit
Vnoise
l∈S

(22)

k

and
Fig. 8. Example for sparsiﬁcation. Load2 is only supplied by several near suppliers. (a) At
the beginning load2 is supplied by all the VDDs and decaps. (b) After sparsiﬁcation load2
is only supplied by decap1 and VDD1.

̂ =
△C
k
(j )

∑ ̂
B (M + k , l )
· △ql
limit
Vnoise
l∈S ∩S

(23)

k

Since matrix ̂
B is sparse, we have |Sk | ≪ L, thus signiﬁcant speedup can
be achieved in the estimation of decoupling capacitance.
5. Overhead of decap estimation and modulation
In this section we analyze the implementation overhead of our
online decap estimation and modulation methodology, which includes
1) the time and energy overhead to estimate the decap amount using
the method presented in Section 4.2, and 2) the area, time and energy
overhead for online decap modulation.
The time and energy overhead for decap estimation can be estimated
as follows:

Fig. 9. The sparsiﬁcation of the matrix obtained from the example in Fig. 8. Note that
the actual values of the elements in the B0 and B1 matrices are non-positive, but we
show their absolute values in this example. (a) The matrix B0 ∈ R4 ×3 shows the ratios of
contribution by the four suppliers to each of the three loads in Fig. 8(a).

submatrix of the conductance matrix G. Therefore, we can conclude
that
∑

∙ Time overhead: The total computation time is the sum of the total
multiply-accumulate (MAC) time, which is product of the number of
operations and the time cost for one operation. According to [19],
the typical time for one MAC operation (32-bits operand size) is
2.05 ns. Table 1 lists all the required operation numbers in our three
diﬀerent approaches.
Our results on all the tested benchmarks show that in Section 6 show
that, the time overhead for decap estimation is less than 5% of the
interval length (of 10,000 cycles in our setup) for decap modulation.

P

Bi,j =

(bi,p · cp,j ) ≤ 0

(21)

p =1

Therefore, we have the conclusion that the sum of each column in
∑
□
matrix B is −1, i.e., iM=+1 K B(i, l) = −1, l ∈ {1, 2, … , P}.
On the other hand, due to the locality principle of the power grid
[17,18], one switching circuit block l will draw most of its power from
its nearby suppliers. So if a supplier i is located far away from the load
l, its contribution will be tiny, implies that the corresponding element
in matrix B, B(i, l), will be close to zero. In a general power grid with
hundreds to thousands of power suppliers, there are only a few number
of suppliers surrounding a load l. Therefore, we can imagine that most
of the elements in matrix B are close to zero, and we can exploit this
characteristic to further speed up the capacitance estimation at runtime.
Fig. 8 shows one simple example. In Fig. 8(a), the power needed by
Load1 is theoretically provided by two VDD sources and two decaps,
and the contribution from each supplier is shown in Fig. 9(a). We can
clearly see that most of the power are drawn from the nearby suppliers VDD1 and Decap1, and the rest two distant suppliers VDD2 and
Decap2 only contribute to about 5% of the total power. So we can spare
their portions 0.0331 and 0.0215 to the nearby suppliers VDD1 and
Decap1, by scaling up the elements B0 (1,1) and B0 (3,1) by a factor of
1∕(B0 (1, 1) + B0 (3, 1)) = 1∕(0.3589 + 0.5865), while approximate the
elements corresponding to VDD2 and Decap2, B0 (2,1) and B0 (4,1), to
zero (See Fig. 8(b)). Similarly, we can do the same approximation for
the elements related to load2 and load3, and ﬁnally get the new matrix
B1 as shown in Fig. 9(b). From B1 we can see that after approximation,
Decap2 only provides power to Load3, instead of all the three loads
in the chip as indicated in matrix B0 , because only the element corresponding to Load3 is nonzero in the row labeled as ‘Decap2’ in B1 .
Generally, once we obtain the matrix B using Equation (8), we can
deﬁne a small threshold 𝜏 , and scale up the elements larger than 𝜏 in
each column of matrix B, while approximate all the elements no larger
B which
than 𝜏 to zero. In this way, we can obtain a new sparse matrix ̂
has the feature that 1) the sum of each column equals to 1, and 2) the
column indexes of the nonzero elements in the k-th row indicates the
nearby loads to who Decap k should provide power.
Let Sk represent the set of nearby loads that draw power from Decap
B, we can use the following approxik as indicated by the sparse matrix ̂

∙ Energy overhead: The energy consumption for one MAC operation
is 40.5 pJ [19]. Therefore, our results in Section 6 show that the
energy overhead for decap estimation is less than 0.5% of the saved
leakage energy by decap modulation.
If we assume that the gated-decap method [9] is used for decap
modulation, then its area, time and energy overhead can be estimated
as follows:

∙ Area overhead: According to [9], the gated decap techniques has an
area overhead of 5.36% over the un-gated decap.

∙ Time overhead: Decap with gate-control could be turned-on or turnoﬀ in about 1.33 ns and 1.83 ns respectively [9], the sum of which
is less than 1% of an interval length.
∙ Energy overhead: The reported energy overhead of a gated-decap is
just 1.65% of the un-gated decap.
In summary, the overall energy overhead for implementing our
decap estimation and modulation methodology can be well oﬀset by
the saved leakage energy in one modulation interval. In addition, the
area for decap modulation is not signiﬁcant and the time overhead is
trivial compared to the length of modulation interval.

Table 1
Number of Multiply-Accumulate operations. L is the total number of circuit blocks, K
is the total number of decaps, L′ is the max number of changing current sources
between two consecutive intervals, and 𝛼 is the sparse ratio of the L′ columns of
B.
matrix ̂
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Operation

Basic method

Incremental

Incremental + Sparsiﬁcation

#MAC

L∗K

L′ ∗ K

𝛼 ∗ L′ ∗ K
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Fig. 11. The voltage varies within one circle without/with estimated decaps.

Fig. 10. The lowest voltage of each hotspot in four benchmarks. (a) The lowest voltage
of each hotspot in Benchmark1. The worst case one is 0.9047V. (b) The lowest voltage
of each hotspot in Benchmark2. The worst case one is 0.9122V. (c) The lowest voltage of
each hotspot in Benchmark3. The worst case one is 0.9088V. (d) The lowest voltage of
each hotspot in Benchmark4. The worst case one is 0.9089V.

Fig. 12. The estimated amount of capacitance for one decap at runtime. One time interval = 10,000 cycles.

can see that the required “on” capacitance of the decap has large temporal variation, which implies that dynamic modulation of the decap
has the potential to signiﬁcantly reduce the decap leakage.
Fig. 13 shows the comparison results of the following four cases
upon all the four benchmarks:

6. Experimental results
In our experiments, we generated four multicore benchmarks in
which the number of cores ranges between 2 and 16. We ﬁrst used
GEM5 [8] to simulate the PARSEC 2.1 benchmarks [7] to get their runtime statistics and then obtained the function blocks and their area and
power numbers from McPAT [2]. To build the power grid, we took the
metal layer information, together with the power pad pitch information, from the IBM power grid benchmarks [11] (at 180 nm technology
node), and then scaled them down to the 65 nm node. For the decaps, as
mentioned in the introduction section, we create large lumped decaps
that are distributed around the function blocks on the chip.

∙ BACap: in this case, we assume that all the white space in the chip
is used by the decaps, and the decap density is set to be 17.3fF ∕𝜇 m2
[18].

∙ MaxCap: for each decap, its capacitance is kept constant at runtime,
and the value is set to be the maximum of all the required “on”
capacitance over all the time intervals.
∙ Greedy: a decap will be completely turned oﬀ only when all its surrounding circuit blocks are idle (i.e., dynamic power is zero). This
method is following the idea in Ref. [6]: when all the function blocks
under certain local power grid are idle, the local decaps associated
with this local grid will be turned oﬀ.
∙ Our method: that uses an approximate approach to estimate the “on”
capacitance of decaps at runtime, as presented in Section 3.

6.1. The validation of the estimated decap amount
As stated in Section 3.1, we use an approximate method to estimate the amount of required decap to suppress supply noise in the
power grid. In this section, we verify whether the decap determined
by our method can meet the requirement of robust power delivery. In
our work, we use HSPICE to simulate the power grid with the circuit
block loads and then ﬁnd the minimum voltages at the hotspot locations across the chip area. As a common practice, we deﬁne the voltage
threshold to be 90% of the supply voltage, which is assumed to be 1.0 V
in our work.
Fig. 10 shows the minimum voltage of each hotspot in each benchmark. We can clearly see that the minimum voltage over all the hotspots
is larger than the voltage threshold 0.9 V, which implies that the decap
amount estimated by our method is enough to suppress the supply noise
in the power grid. In fact, the decap amount obtained by our method is
always larger than the exactly required amount, since when both VDD
and decap are supplying power to the loads, the ratio of power from
decap is reducing as time goes by (see Section 3.1).
Fig. 11 shows how the supply voltage varies at one of the hotspots
in Benchmark1 in one switching cycle. It can be seen that the decaps
with estimate capacitance “on” could succeed in suppressing the supply
noise, and pull the voltage above the safe line 0.9 V.

We can see that the MaxCap and Greedy methods can achieve
15.08% and 18.52% leakage energy saving on average respectively than
BACap, while our method can improve the results of BACap by 44.69%
on average because it allows ﬁner modulation of the decaps.
The overhead of time and energy are analysed in Table 2, where the
typical energy of an MAC operation is 40.5 pJ [19] and we assume for
the eight cores and sixteen cores chips (i.e., Benchmark3 and Benchmark4) there are one fourth of the cores could calculate the decap estimation.
It can be seen that the energy consumed by on-line decap modulation in an interval (10,000 cycles) is signiﬁcant less than the leakage

6.2. Results about leakage power saving
Fig. 12 shows the estimated required amount of capacitance for one
decap in Benchmark1 using our approach presented in Section 3. We

Fig. 13. Comparison of four methods in terms of decap leakage.
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Table 2
The average cost of proposed method under over all the time intervals include improvement techniques. #AvgOper is
the average operation amount to estimate the decaps over all the intervals.
Benchmark (L*M*K)

#AvgOper

Time Cost(ns)

Energy Cost(nJ)

Energy Saved(nJ)

Benchmark1
Benchmark2
Benchmark3
Benchmark4

63.80
156.80
390.00
824.50

130.79
321.44
399.75
422.56

2.58
6.35
15.80
33.39

1284.94
2581.21
5169.80
10051.16

24*8*12
48*16*24
96*32*48
192*64*96

Fig. 14. Amortized energy overhead, absolute leakage energy saving, and net leakage
saving ratio versus number of clock cycles in one interval.

Fig. 15. The energy consumed in an interval (10,000 cycles) by basic method, incremental, incremental + sparsiﬁcation respectively. 𝜏 = 0.005

energy reduced by modulating decap and the time overhead is also far
less than an interval. Fig. 14 shows how the amortized energy overhead, absolute leakage energy saving and net leakage saving ratio vary
with interval length (in clock cycles) in Benchmark1. It shows the net
leakage energy saving ratio could approach 100% when the number of
clock cycles in one interval is 10,000.
Besides, the proposed method to calculate the time-varying demand
decaps (see Equation (22) and Equation (23)) shows the independent
calculate among the decaps, which is essential for parallel processing
in multicore chips. This beneﬁts the time overhead (which is discussed
in Section 5). In this situation the time cost of the four benchmarks
would be 65.40 ns, 80.36 ns, 99.94 ns and 105.64 ns respectively.
6.3. Performance of our improvement techniques
In Section 4, we present two techniques - incremental calculation and sparsiﬁcation to further reduce #AvgOper of the estimation
of decap “on” capacitance by exploiting the locality principle in the
power grid. We test the performance of these two techniques on the
our benchmarks, and compare the results in Table 3 with the approximate approach presented in Section 3. In the table, we list only reduced
#AvgOper results for the incremental calculation (see the column of
Incremental only), because it doesn’t introduce error compared to the
approximate approach. For the case of Incremental + Sparsiﬁcation, we
show the overall performance and accuracy of the two improvement
techniques in terms of

Fig. 16. The lowest voltage of the hotspots after using the sparsiﬁcation technique in four
benchmarks. 𝜏 = 0.005. (a) Compared with Fig. 10(a), the average diﬀerence is 2.4mV
and the maximum diﬀerence is 3.0mV. (b) Compared with Fig. 10(b), the average diﬀerence is 1.9mV and the maximum diﬀerence is 3.0mV. (c) Compared with Fig. 10(c), the
average diﬀerence is 2.5mV and the maximum diﬀerence is 4.0mV. (d) Compared with
Fig. 10(d), the average diﬀerence is 1.5mV and the maximum diﬀerence is 3.0mV.

∙ SparseR: the ratio of zero elements in matrix ̂
B (see Section 4.2),
when the threshold 𝜏 is set to be 0.005.

∙ MaxErr: The max error of capacitance estimation over all the decaps
and all the intervals, compared with the approximate apporach.

Table 3
Performance/accuracy results of our improvement techniques (𝜏 = 0.005).
Bench

Bench1
Bench2
Bench3
Bench4
Average

Basic method

Incremental

Incremental + Sparsiﬁcation

#AvgOper

#AvgOper

#AvgOper

SparseR

AvgErr

MaxErr

288
1152
4608
18432
1.00

79.20
316.80
1267.20
5068.81
0.28

63.80
156.80
390.00
824.50
0.12

18.96%
52.29%
72.84%
86.56%
57.66%

0.89%
1.13%
1.49%
0.99%
1.12%

1.31%
2.50%
3.21%
3.17%
2.30%
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techniques (incremental calculation and sparsiﬁcation) to reduce the
operation amount of the proposed estimation approach. Results show
that the approximate approach can be further improved by down to
4.47% in computation cost with accuracy loss of less than 1%.
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Fig. 17. The trade-oﬀ between the average operation and the average accuracy of decap
capacitance estimation.

∙ AvgErr: The average error of capacitance estimation over all the
decaps and all the intervals, compared with the approximate apporach.
We can see that the incremental calculation technique can achieve
an #AvgOper reduction to 25%. If we further apply the sparsiﬁcation
technique, the #AvgOper can be further improved down to 12.17%
on average while still with high accuracy. In particular, the reduction
for Benchmark4 is about 4.47% because the resulting sparse matrix
only has about 13.44% of nonzero elements, but the error is less than
1%. The less operation counts brought by our incremental calculation and sparsiﬁcation techniques imply reduced energy cost for online
decap modulation, as demonstrated in Fig. 15. We also show the minimum voltage of all the hotspots after using the sparsiﬁcation technique
(𝜏 = 0.005) in all the benchmarks in Fig. 16. We can see that after
sparsiﬁcation, the lowest voltage is still above 0.9 V for each benchmark, and the average and maximum diﬀerences compared to the basic
method (see Fig. 10) are all small (i.e., < 4 mV), which shows that our
sparsiﬁcation technique can eﬃciently calculate the amount of decaps
with tiny errors.
We further test our strategy at diﬀerent levels of sparsity by tuning
the threshold 𝜏 . Fig. 17 shows how the accuracy (in terms of AvgErr)
B (means to reduce
changes as we increase the sparsity of the matrix ̂
the #AvgOper). We can see that the #AvgOper can reduce to 8% if we
can tolerate 5% error for the benchmark4.
7. Conclusion
In this paper, we present an approximate approach to estimate the
amount of required “on” capacitance of each decap at runtime in multicore chips. Based on the estimation, we can dynamically modulate the
decaps to save leakage power by turning oﬀ their unused capacitance.
Results on a set of benchmarks show that our approach can achieve
on average 45% saving in decap leakage. We further develop two
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