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Abstract– In modern microprocessor and SoC designs, supply
noise margin has been significantly reduced due to the continuously decreasing supply voltage level. On the other hand, with
increasing current density, chips may see larger supply noise
variations on various spots and from time to time. As a result,
chip robustness and reliability are inevitably deteriorated with
more frequent supply noise emergencies. It is therefore crucial
to have an efficient supply noise prediction method to enhance
design robustness. The state-of-art solutions either try to build a
spatial noise estimation framework at the layout-level using the
limited distributed physical noise sensors or attempt to develop
emergency predictors at the architecture-level thus ignore backend power delivery details.
In this paper, we propose a cross-layer framework for temporal
supply noise prediction. Our method not only accounts for
the temporal characteristics of workload execution at microarchitecture-level but also incorporates the power delivery model
at the circuit-level into such system-level prediction. In order to
enable the capability of on-the-fly noise prediction, we first bridge
the gap between system-level workload and micro-architecturallevel power by employing an OLS-based power estimation model
and an adaptive ARIMA-based power prediction model. Then
a layout-level supply noise model is developed to explore the
correlations between micro-architectural-level power and layoutlevel supply noise. Compared with existing methods, the proposed
ARIMA-based power model improves the prediction performance by up to 37.5%/63.0% in X86/ARM. Moreover, compared
with SPICE simulation, our framework is able to estimate present
supply noise with an average error of 0.005% and predict future
supply noise with an average error of 1.58%/1.17% for X86/ARM
architecture.

I. I NTRODUCTION
With the growing complexity of the modern microprocessors and SoCs, the increasing power density has become a
concerning topic, thereby stressing system-level power integrity, thermal behavior and reliability [1]–[4]. Although
run time technologies, such as Dynamic Voltage Frequency
Scaling (DVFS) [5]–[10], can be applied to cut down the
power density, frequent switching among power states may
demand substantial charging/discharging of capacitors [11],
[12] and result in larger supply noise variations in both
temporal and spatial domains. On the other hand, in order
to meet the demands of a competitive market, it is common
to continuously decrease the supply voltage level with a more
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aggressive technology scaling [13]. However, the decreased
supply level inevitably extrudes the supply voltage emergency
problem [14]–[16]. In other words, the decreased supply level
narrows the voltage margins of the on-chip function blocks.
A supply noise violation may then lead to timing errors or
conflicts that eventually may result in an functional failure.
Thus, a supply noise prediction method is essential to mitigate
the occurrence frequencies of supply emergencies.
In recent years, people have proposed spatial methods [17]–
[20] to estimate the supply noise across the chip based on a
limited number of embedded digital [21], [22] or analog noise
sensors [12]. Their idea is to explore the spatial correlations in
supply noise among different positions in a processor chip, and
then to fulfill the noise estimation by either a statistical [17]
method or machine learning based method [18], [19]. But such
methods are essentially retroactive methods: it takes a certain
number of clock cycles, tdelay , to estimate the supply noise
in a target position, thus the estimated noise information can
only reflect the status back in the history, which is at least
tdelay behind the present time. Therefore, the spatial noise
estimation methods are not suitable for predicting the future
supply voltage emergency.
In the ideal situation, the system should have a mechanism
to know in advance when the emergency will happen, so
that it has enough time to trigger the noise management
strategies to prevent the emergency from actually happening.
The prior work [15] proposes a signature-based method to
predict the supply emergency at the architecture-level. Based
on the embedded voltage sensors on chip, this method consistently extracts and records the signature patterns (i.e., microarchitecture-level events) that result in voltage emergencies.
Then to predict voltage emergencies, they only need to compare the present extracted micro-architecture-level events with
the recorded events. Although this method has the potential to
achieve relatively high prediction accuracy, it heavily relies on
the noise sensors to work correctly and ignores the back-end
power delivery details.
Considering the limitation of sensor-based spatial supply
noise estimation method and architecture-level emergency
predictors, in this work we explore a more interesting and
challenging temporal supply noise prediction problem: without
the help of the on chip supply noise sensors, can we predict
the noise in advance for an on-the-fly chip based on
its time-varying system workload? Unfortunately, temporal
supply noise prediction is a cross-layer work, it is definitely
non-trivial and known to be hard. As shown in Fig. 1, the
time-varying system-level workload (running benchmark on
chips) dominates the micro-architecture-level chip power, and
the chip power determines the layout-level supply noise. The
difficulty of temporal supply noise prediction arises from two
aspects. First, it is hard to co-simulate the interactions among
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our model is able to automatically reduce the error to
minimum after a few time steps.
• Cross-layer system-level framework: With all the proposed models, a cross-layer framework for temporal supply noise prediction is demonstrated. With only systemlevel performance counters as inputs, this framework is
able to model the interactions among system-level workload, micro-architecture-level power and layout-level sup800
ply noise, and predict the future supply noise. Our results
show that the proposed framework can achieve an average
noise prediction error of 1.58% for X86 and 1.17% for
ARM.
It should be noted that it is not the focus of our work to
find the worst-case supply noise of a given chip. In fact, the
worst-case supply noise is determined by the application and
the processor chip, and is independent of the methods to find
the supply noise, either by simulation or prediction model. Of
course, our noise prediction method can help an user to get
the trace of the supply noise, and thus find the worst supply
noise for an application within a certain time window.
The remainder of this paper is organized as follows: we
start with the review of related work and the demonstration
of our motivation for this work in Section II. In Section III,
we present an overview of the proposed framework. Then,
in Section IV, we introduce and detail the features and proposed models of the framework. Finally, experimental results
demonstrating the effectiveness of the proposed framework
are discussed in Section V, with conclusions presented in
Section VI.
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Fig. 1: Left: Cross-layer interactions among workload, power
and supply noise. Right: The system-level workload can be
described by time-varying performance counters. Here we
show IPC, ALU Access, and Cache Miss as examples of
system-level performance counters.

time-varying system-level workload, micro-architecture-level
power and layout-level supply noise. In tradition, workload
is estimated/monitored at system-level but power and supply
noise are simulated as back-end metrics. Moreover, workload
can be simulated by an architectural simulator with a speed
of millions of instructions per second, while the latter two
need micro-architecture and layout-level simulators to achieve
a rate of one instruction per minute or even lower. Second,
even the interactions among these three are co-simulated, it is
difficult to predict the future supply noise before a benchmark
is actually executed. Therefore, to our best knowledge, no such
work has been published on this topic.
In this paper, we propose a cross-layer framework for temporal supply noise prediction. This method not only accounts
for a chip’s micro-architecture, the temporal characteristics of
workload execution but also incorporates power delivery layout and circuit-level models into such system-level prediction.
In summary, we have made the following contributions:
• Micro-architecture-level ARIMA-based power prediction model: To bridge the gap between system-level
workload (running benchmark) and micro-architecturelevel power, we first employ an OLS-based power estimation model, whose inputs are system-level performance
counters and outputs are micro-architecture-level power
data. To predict the future behaviors of the running
benchmark, We develop a ARIMA (Auto-regressive Integrated Moving Average Model)-based power prediction
model, whose inputs are the estimated power data and
the outputs are predicted power data. Results show that
our ARIMA-based power prediction model achieves up
to 37.5%/63.0% higher prediction accuracy than existing
methods on X86/ARM.
• Layout-level supply noise model: Observing that the
power delivery network (PDN) is a linear time invariant
(LTI) system, to explore the correlation between microarchitecture-level power and layout-level supply noise, we
propose an accurate and stable supply noise model. Our
model only needs a limited number of power series as
input and has the capability to achieve an average error
of 0.01mV compared with SPICE simulation. Moreover,
even when the initial condition of the PDN is unknown,

II. R ELATED W ORK AND M OTIVATION OF O UR W ORK
In this section, we review the related work on power estimation, power prediction and supply noise estimation/prediction,
and motivate our work on cross-layer framework of power
and supply noise prediction. It should be noted that, in this
paper, we distinguish the word estimation and prediction in
temporal domain: prediction means to predict something that
will happen, while estimation means to estimate something
that already happened.
A. Micro-Architecture-Level Power Estimation
Fast power analysis is critical for performance and reliability
optimization. Rather than running slow micro-architecturaland RTL-level simulations, in the past decade, people have
explored the usage of performance counters to estimate chip
power [23]–[25] for the present and past time, including the
models proposed by Martonosi et al. for Intel Xscale embeded
system processors [23], Rajamani et al. for Intel Pentium
M processor [24], and Rodrigues et al. for Intel Atom and
Nehalem processors [25]. Their results show that a linear
model like
M
X
p=
x i · ci + b
(1)
i=1

is sufficient for system-level power estimation. In (1), p is
the power consumption of a processor chip, M is the number
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of available performance counters, ci is the value for the ith counter, xi is the coefficient for i-th counter and b is a
constant.
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WMA: it uses a weighted sum of the most recent n
historical power values to predict the future power consumption, as expressed in (7).
pt =
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Note that the weight increases linearly as the time gets
closer to the present time.
EWMA: it also uses a weighted sum of the most recent n
historical power values for the prediction. But as shown
in (8), the weight increases exponentially when getting
closer to the present time.
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Fig. 2: Example traces of the performance counters and power,
obtained by simulations in our work.
•

Fig. 2 shows an intuitive example of the strong correlations
between system-level workload (performance counters) and
micro-architecture-level power. In the figure, we present two
performance counters, IPC and Cache miss. As can be seen,
in part A, the power trace is almost a scaled trace of IPC; In
part B, the power is almost a sum of the scaled IPC and Cache
miss.
Regression methods such as Ordinary Least Square (OLS)
can be used to find the linear power model (1) with small
errors as [23], [26]:
min kP − Cx − Bk
 (1)

(1)
(1)
c1
c2
. . . cM
 (2)
(2)
(2) 
 c1
c2
. . . cM 
C=
..
.. 
..
 ..

.
 .
.
. 
(N )
(N )
(N )
c1
c2
. . . cM

(2)

(3)

x2

...

xM ]T

(4)

B = [b b

...

b]T

(5)

x = [x1

where matrix C presents the N samples of the counters with
M features (i.e., performance counters) that may contribute to
the power for the functional block or system of interest, and
P ∈ RN denotes the corresponding sample vector of power
consumption.
B. Micro-Architecture-Level Power Prediction
In the literature, people have proposed several heuristic
methods for near-future power prediction at a low frequency
level (in the order of millisecond). In [27], simple statistical methods such as Average(n), Weighted Moving Average
(WMA), Exponentially Weighted Moving Average (EWMA)
and Table based method are proposed:
• Average(n): it uses an average value of the most recent
n historical power values to predict the future power
consumption, as expressed in (6).
pt =

pt−1 + pt−2 + · · · + pt−N
N

(6)

(1 − α)0 pt−1 + · · · + (1 − α)N −1 pt−N
(1 − α)0 + (1 − α)1 + · · · + (1 − α)N −1

(8)

Table-based method: it uses a look-up table to predict
the future power. In the table, the index of each element
is Pl , one of the discrete power levels appeared in the
history, and the corresponding value indexed by Pl is
the most frequently appeared power level following Pl in
the history. Then given the present power level Pl , this
method predicts future power consumption as the value
indexed by Pl in the look-up table, which actually is the
most possible power level that appear right after Pl . If
the value indexed by Pl in the look-up table is null, then
the present power Pl is taken as the future power value.

In [28], a method called Fxby8 is proposed for power prediction, which is actually another form of WMA or EWMA.
But except the Table-based method, the parameters of those
models are preset empirically for all benchmark at once, thus
the varying characteristic of power series is not reflected in
these models.
Fig. 3 shows the power traces of two benchmarks astar and
bzip2 on X86 at both low-frequency level (millisecond) and
middle-frequency level (microsecond). It is easy to find that
the power traces for both benchmarks are relatively smooth
in the low frequency level (see Fig. 3(a) and Fig. 3(b)).
Therefore, heuristic methods [27], [28] work well for the lowfrequency power prediction due to the recognizable phases and
the continuity of the power trace. In contrast, in the middlefrequency level, as shown in Fig. 3(c) and Fig. 3(d), the power
trace is much more bursty and a method predicting the power
trace in a smooth way (such as EWMA shown in Fig. 3) fails
to capture the varying characteristic of the power trace and
thus leads to bad prediction performance. This observation
motivates us to develop a better power prediction method.
In our work, we adapt ARIMA model [29], [30], the time
series analysis model from the economic field, to extract
the varying characteristic of the power trace at the middlefrequency level and predict the future power in a relatively
stable power phase. In addition, to detect the non-continuity
of the power trace, we integrate the ARIMA model with a
goodness of fit method called K-S (Kolmogorov-Smirnov)
test [31], to enable ARIMA to extract/update its parameters
adapting to the characteristic of power trace in a dynamic way
if necessary. We will present the details of our ARIMA-based
prediction model in Section IV-A.
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tions from the predicted power in the near-future (which can
be obtained by our ARIMA-based power prediction method),
the present power, and the not-too-distant past power. In
Section IV-B, we will present our method to develop such
noise prediction model.
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Fig. 3: Power traces of two benchmarks at both the lowfrequency and middle-frequency levels.

C. Layout-Level Supply Noise Prediction
As mentioned in Section I, to estimate the voltage emergency, people use sensor-based methods [17]–[19] to explore
the supply noise correlation among the sensors and target positions. There also exist architecture-level predictors to predict
the voltage emergency, but they ignore the back-end power
delivery details. In this work, to accomplish a system-level
supply noise prediction framework without sensors, we need
to develop a supply noise model which is capable of capturing
the relationship between micro-architecture-level power and
layout-level supply noise.

Fig. 4: The influence of power on the supply noise [32].
Fig. 4 shows the interaction between the chip power consumption and the supply noise variations. We can clearly see
that, after a current pulse vanishes, its impact on supply noise
will still last for a certain number of cycles. In other words,
the present supply noise reflects the cumulative impact of
the present pulse and all the not-too-distant historical current
pulses. This observation indicates the possibility of predicting
the near-future supply noise by incorporating all the contribu-
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Fig. 5: Overview of the proposed framework.
Fig. 5 presents our temporal supply noise prediction framework, which consists of two stages:
• Model construction: In this stage, we first run
architectural-level workload simulations by GEM5 [33]
and power simulations by McPAT [34] to obtain the performance statistics (i.e., counters) and the corresponding
power profiles, which are used as the training samples
and test data of our model construction. After that, we
build a linear power model (see Eq. (1)) to estimate
the present power consumption of the processor chip
or function blocks using the known present systemlevel performance counters. On the other hand, a supply
noise model is developed based on the characteristics of
the power delivery system and the convergence of unit
impulse response (see Section IV-B).
• Temporal power and supply noise prediction: We
first develop a ARIMA-based power prediction model
(see Section IV-A) for future power prediction, based
on the present and the recorded historical power data.
The ARIMA-based model will dynamically adjust its
parameters according to the difference of the actual power
and predicted power. Finally, the proposed supply noise
model is used for temporal prediction of the supply noise
using the historical power, the estimated present power,
as well as the predicted future power.
To better explain our framework, we show an intuitive
example in Fig. 6 that illustrates how our framework works.
Suppose that the present time is 800µs, all we can obtain from
the system level is the present performance counters and we
know nothing about the future performance counters, then
• In part A of Fig. 6, we can estimate the present power
of a chip or function blocks using the power estimation
model (see in Section II-A) with the present performance
counters (run time design/workload information) as inputs. This step helps to estimate the on-the-fly chip power
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Fig. 6: An example showing how our framework works.

dynamically. We will show the performance of the power
estimation model in Section V-A.
• By recording long enough estimated power series, we
can predict the future power (as shown in part B)
using the ARIMA-based power prediction model (see
Section IV-A). Note that depending on the characteristic
of the power trace, this step may rebuild the existing
power prediction model. We will show the performance
of the ARIMA-based power prediction model in Section V-B. It should be noted that the estimated power
series is obtained from power estimation model. Since
the power estimation model estimates the power with the
performance counters, both the power estimation model
and ARIMA-based power model are incorporated with
run time design/workload information.
• If we take the estimated power series as inputs to the
supply noise model, we can get the estimated present
supply noise (as shown in part C). This step helps to
estimate the present supply noise of the processor chip
or function blocks. The performance of this part is shown
in Table. I.
• If we take both the estimated power and predicted power
series as inputs to the supply noise model, then we can
get the predicted supply noise for future (as shown in
part D). We will show the performance of supply noise
prediction model in Section V-D.
In short, by taking the present performance counters as inputs and recording long enough estimated power series, our
framework is able to accomplish the estimation/prediction of
present/future power and supply noise.
IV. P OWER AND S UPPLY N OISE P REDICTION
In this section, we present our models for power and supply
noise prediction. We first present our ARIMA-based model
for predicting future power behavior in Section IV-A. Then
we describe our stable, highly accurate supply noise model
in Section IV-B. Finally, we summarize our temporal supply
noise prediction framework in Section IV-C.
A. Micro-Architecture-Level ARIMA-Based Power Prediction
Model
As mentioned in Sec. II-B, a power prediction model should
not only have the capability of extracting/predicting the future
power in a stable power phase, but also be able to detect the

non-continuity in the power trace and adapt to the possible
power phase transitions. ARIMA approach [29], [30] has
shown its capability in extracting the characteristics of a given
time series and forecasting the upcoming series in the field of
economics. In this work, we apply this method in the EDA
field to forecast the future power behaviours.
One limitation of ARIMA model is that it only works for
a single event, such as stock prediction [35], stream flow
prediction [36], but cannot find the non-continuity between
two different stable event series (for example, different power
phases in our work). Hence, we integrate ARIMA model with
certain goodness of fit technology to detect the non-continuity
in the power trace. The goodness of fit can be used to judge
the similarity of the models behind two given observed data
sets, by testing the fit of the two observed data sets [37].
There exist many methods for goodness of fit, such as HosmerLemeshow test [38], χ2 test [39], K-S test [31], Cramérvon
Mises criterion [40] and Kuiper’s test [41]. HosmerLemeshow
test does not work for linear regression models such as
ARIMA. Both χ2 test and K-S test work for disperse case,
but K-S test is more sensitive than χ2 test [42]. Cramrvon
Mises criterion and Kuiper’s test are in fact similar versions
of K-S test. Hence in this paper, we use K-S test to judge the
similarity of the models behind two given observed data sets.
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Fig. 7: ARIMA based power

Fig. 7 illustrates the process of our power prediction
method, which consists of three key steps:
• Prediction: at the time stamp t within a time interval [t0
t1 ], the power is predicted by an ARIMA model trained
before t0 , using part of the historical power information
before time stamp t.
• Testing: At the end of the interval [t0 t1 ], the K-S test is
adopted to test the goodness of fit of the predicted power
series with the real power series between t0 and t1 .
• Re-modeling: At time stamp t1 , if the K-S test fails
(marked as ‘1’ in Fig. 7), it means that the current
ARIMA model does not work well, so we rebuild the
ARIMA model based on the latest real power series
between t0 and t1 . Otherwise, we continue to use the
old ARIMA model for the prediction of the next interval
of time.
1) How to Build a ARIMA Model?: ARIMA model is in
fact a time series analysis model, which is combination of
AR (Auto-regression) model and MA (Moving average) model
with an difference operation to the original time series [43].
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s2t = s1t − s1t−1 ,

··· ,

sdt = φ1 · sdt−1 + · · · + φp · sdt−p
{z
}
|

+

t
|{z}

2.8

2.2
0

In Eq. (12), the parameter d can be determined by ADF
test [37], and the other two parameters, p and q, can be selected
by minimizing the Bayesian information criterion (BIC)
BIC = −2ln(L̂(S d , p, q)) + (p + q)ln(n)

(13)

where n is the number of S d series and L̂(S d , p, q) is the
maximum value of the likelihood function L(S d , p, q) of the
power series S d [44].
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Fig. 8: A simple example showing how to use the idea of
ARIAM(d,p,q) model for power prediction. PP represents the predicted power and PDP represents the predicted difference power.
Fig. 8 shows an example of how to use ARIMA model for
power prediction. The real power series is obtained by simulating the benchmark soplex [45] with simulators Gem5 [33]
and McPAT [34] on the X86 architecture. Given a segment
of real power series ‘A’ as the training set, we can obtain its
stationary difference power series ‘B’, then we build a proper
model ARIMA(1,5,9) based on ‘B’, which is then used to
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Fig. 9: Two different examples of K-S test: (a)(b) for H0 case, while
(c)(d) for H1 case. In those cases, K = 10 and Dn0.05 = 0.43.

Let S1 = {s11 , · · · , s1i , · · · , s1n } and S2 =
{s21 , · · · , s2j , · · · , s2n } respectively represent a predicted
power series and a real power series. Since we assume the
power series follows a certain distribution, let F 1n (•) and
F 2n (•) represent the corresponding cumulative distribution
functions. To judge whether S1 and S2 follow the same
distribution, we can set the hypothesis as
•

H0 : F 1n (•) = F 2n (•) at confidence level of 1 − α.
H1 : F 1n (•) 6= F 2n (•) at confidence level of 1 − α.

The evaluation of H0 and H1 can be realized by the following
steps:
1) Step 1: We first find the lower-bound and upper-bound
of the given two series S1 and S2 as
i,j
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LowerB = min{s1i , s2j },

0
-0.2
0

10

2.6

•

2.6

Dn=0.07

Series index
(a)

where t is a stochastic error term, and can be modeled as a
linear combination of the current and the q past white noise
series
t = εt − θ1 · εt−1 − · · · − θq · εt−q
(11)

sdt = φ1 sdt−1 +· · ·+φp sdt−p +εt −θ1 εt−1 −· · ·−θq εt−q (12)

0.5

2.4

(10)

where εt ∈ (0, σ 2 ) represents a white noise. If there is no
stochastic part in Eq. (10), it becomes an AR model. And if
there is only stochastic part in Eq. (10), then it becomes a
MA model. Both AR and MA model are a special case of the
ARIMA model.
Substitute Eq. (11) into Eq. (10), we can get the complete
ARIMA model as

CDF of S1 series
CDF of S2 series

2.6

stochastic

deterministic

1

S1 series
S2 series

CDF

sdt = sd−1
− sd−1
t
t−1
(9)
Further, if the power series is predictable, the present difference power sdt should have correlation with its past values,
thus we can adopt the ARIMA model to express the current
value sdt as a linear combination of its p deterministic past
values

s1t = st − st−1 ,

predict the difference power series ‘C’. Finally, by inverse
difference operation, we can obtain the predicted power series
‘D’ from the difference series ‘C’.
2) K-S Test: In this section, we introduce how to adopt the
K-S test method to judge whether the power series predicted
by an ARIMA model matches well with the real power series.

CDF

Given an arbitrary power series S = [· · · , st−1 , st , st+1 , · · · ],
we can transform it into a stationary power series S d =
[· · · , sdt−1 , sdt , sdt+1 , · · · ], through (proper) d times of difference operations [43]

U pperB = max{s1i , s2j }
i,j

(14)
2) Step 2: Then we divide the region of [LowerB, U pperB]
equally into K subregions, where K is an user-defined
integer constant. The length of each subregion is given
by
U pperB − LowerB
∆s =
(15)
K
3) Step 3: Then for each ending point of the subregion,
sk = LowerB + k∆s, k = 0, · · · , K, we evaluate the
gap between F 1n (•) and F 2n (•), and find the maximum
gap as
K

Dn = max |F 1n (sk ) − F 2n (sk )|
k=0

(16)
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B. Layout-Level Supply Noise Prediction Model
As mentioned in Section II-C, to enable the capability
of temporal supply noise prediction, the supply noise model
should be able to characterize the correlation between microarchitecture-level power and layout-level supply noise. In this
section we present how to build such supply noise prediction
model, whose inputs are the power series and output is the
supply noise.
In our work, we model the PDN system as a RLC network [47] with varying loads, which characterizes both the
time-varying loads and the capacitive/inductive parasitic of the
PDN. Obviously, the PDN system is a linear and time-invariant
(LTI) system. The response of such LTI system, supply noise
v(t) (defined as the difference between the ideal Vdd supply
and the real supply voltage), can be expressed as a function of
its input excitation, current impulse I(t), as shown below [48]
Z +∞
v(t) =
I(τ )h(t − τ )dτ
(18)
−∞

where h(t) is the unit impulse response of the PDN system.
The excitation I(τ ) is generated by the switching events of a
core or a functional block at an interval of T , and therefore
is a discrete signal, τ ∈ [0, T, 2T, · · · , ∞], then (18) can be
written as
∞
X
v(t) =
I(τ )h(t − τ )
(19)

plots the impulse response h(t) simulated by SPICE for a PDN
system of a processor core. When t > 30, 000ns, h(t) almost

Response (V)

In K-S test, the power series is assumed to follow a
normal distribution.
4) Step 4: On the other hand, if S1 and S2 are from the
same distribution at confidence level 1 − α, then we
can calculate the theoretical maximum of allowed gap
between F 1n (•) and F 2n (•) by [31], [46]
r
1 α
α
(17)
Dn = − ln
n 2
In our work, α is set to be 0.05.
5) Step 5: We then compare Dn and Dnα ,
α
• If Dn < Dn , H0 is accepted at a confidence level
1 − α, implying that S1 matches S2 well.
α
• If Dn > Dn , H1 is accepted at a confidence level
1 − α, implying that S1 does not match S2 well.
Fig. 9 shows two examples of K-S test. Intuitively, the
power series S1 and S2 in the case of Fig. 9(a) is similar, while
the case of Fig. 9(c) is not. By using K-S test, we can easily
qualify the goodness of fit for these two cases, as showed in
Fig. 9(b) and Fig. 9(d).

0.1
0.05
0
-0.05
-0.1
0

1000

2000

3000

4000

5000

6000

Time (step size=10 ns)

Fig. 10: Unit response example of a PDN system: it converges to
zero after a certain period, i.e., the response can be approximated as
0 for t > n̂T .

converges to zero, i.e,
h(t) ≈ 0, when t > n̂T

(21)

where n̂ is a large enough integer number. Eq. (21) implies that
an excitation happened at time point τ will only have impact
on the supply noise within the time frame [τ, τ + n̂T ]. In other
words, when we estimate the noise at time t, we only need
to include the contribution of the current excitations happened
within the time frame [t − n̂T, t]. This phenomenon is due to
the fact that PDN system is passive and LTI. Thus, by utilizing
this feature, we can develop our stable supply noise prediction
model.
Considering the noise at t ∈ [τ + n̂T, τ + n̂T + T ], we can
ignore the contribution of excitations happened before time
point τ , thus v τ +n̂T (t) can be calculated as (see Eq. (20))
v τ +n̂T (t) =

τX
+n̂T

I(i)h(t − i) =

i=0

τX
+n̂T

I(i)h(t − i)

(22)

i=τ

v τ +n̂T (t) =I(τ )h(t − τ ) + I(τ + T )h(t − τ − T ) + · · ·
+ I(τ + n̂T )h(t − τ − n̂T )
(23)
The reminding question is how to calculate h(t − τ − jT ), j =
0, 1, · · · , n̂ in Eq. (23).
When t ∈ [τ + n̂T, τ + n̂T + T ], we first notice that t −
τ − jT ∈ [(n̂ − j)T, (n̂ − j + 1)T ] (j = 0, · · · , n̂), which is
independent of τ . Second, although t ∈ [τ + n̂T, τ + n̂T + T ]
is a continuous variable, we can discretize it into L possible
time points, and correspondingly also discretize h(t) in the
interval [(n̂ − j)T, (n̂ − j + 1)T ] into L samples (see Fig. 11).

τ =0
τ

i=0

From Eq. (20) we can see that, to predict v τ (t) in the interval
[τ, τ +T ], the key problem is how to calculate h(t−i). Fig. 10

0.2

Response (v)

If we define v (t) as the supply noise during the time period
when two excitations I(τ ) and I(τ + T ) happen (i.e., in
the time window between time points τ and τ + T ), then
v τ (t) is determined by the excitation I(τ ) and all its previous
excitations as
τ
X
τ
v (t) =
I(i)h(t − i) t ∈ [τ, τ + T ]
(20)

h(t)

0
-0.2
0

50

-0.2
0

150

200
discreted h(t)

0.2
0

100

x1
x

0

xn̂−1

|{z}
50

L samples

xn̂

···
100

150

200

Time (step size=10ns)

Fig. 11: An example showing the discrete response samples.
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Y τ +n̂T

 τ +n̂T 
y1
y τ +n̂T 
 2

= . 
 .. 

(24)

τ +n̂T
yL

•

represent the resulting L discrete samples of supply noise
v τ +n̂T (t) for t ∈ [τ + n̂T, τ + n̂T + T ], and
vector
 n̂−j 
x1
xn̂−j 
 2 
(25)
xn̂−j =  . 
 .. 
xn̂−j
L

represent the resulting L samples of h(t) evaluations for
t ∈ [(n̂ − j)T, (n̂ − j + 1)T ],
then we can express the L discrete supply noise of v τ +n̂T (t)
in t ∈ [τ + n̂T, τ + n̂T + T ] as
Y τ +n̂T = XI τ +n̂T

(26)

where
x01
 x02

X= .
 ..


x0L

x11
x12
..
.

···
···
..
.

x1L

···


xn̂1
xn̂2 

..  ,
. 



I τ +n̂T

xn̂L


I(τ + n̂T )
I(τ + n̂T − T )


=

..


.
I(τ )

(27)
Since the constant matrix X is easy to be obtained (as shown
in Fig. 11, once the unit response is obtained, we can discrete
it to n̂+1 segments, each segment contains L sampling points),
we can calculate the noise from time point τ + n̂T , Y τ +n̂T ,
Y τ +n̂T +T , · · · using the input excitation vectors I τ +n̂T ,
I τ +n̂T +T , · · · by Equation (26). Note that in our framework,
the input excitation vectors I τ +n̂T , I τ +n̂T +T , · · · are obtained
from our power estimation model (see Section II-A) and
ARIMA-based power prediction model (see Section IV-A).
The accuracy of the prediction model (26) is sensitive to two
key parameters n̂ and L. We discuss the impact of parameter
L in Section V. Fig. 12 shows how the parameter n̂ affects
Supply voltage (v)

0.888

Real supply voltage

n̂ = 31

0.884
0.882

4500

5000

TABLE I: Error results of our supply noise model.
n̂
6
16
26
36
46
56
Absolute error (mV) 26.9
6.9
2.0 0.42 0.07 0.01
Relative error (%) 12.700 3.270 0.930 0.200 0.031 0.005

It should be mentioned that our proposed model (26) is
stable. In the aforementioned discussion, we assume that when
predicting the noise at time t, all the excitations happened
within [t − n̂T, t] are known. However, if we assume there
are historical excitations happened before t < 0, and only
the information of the excitations for t ≥ 0 are available,
when we start estimating supply noise at 0 < t < n̂T , there
exist unknown historical excitations, but our model will adapt
itself to the correct result as we iterate over t because more
excitations are available for calculation as t approaches n̂T .
Fig. 13 shows one such example. At 20,000ns, the model
starts to calculate supply noise with unknown system state,
initially we see large mismatch between prediction and actual
supply noise at that time. However, the mismatch is reduced
at 21,000ns and almost negligible after 23,000ns. Hence, if
the initial condition of the PDN is unknown, this supply noise
model still works.
1.1

Real supply voltage
n̂ = 56

1
0.9
0.8
0.7
1.9

2

2.1

2.2

2.3

Time (step size=10 ns)

2.4

2.5
×104

Fig. 13: An example showing the stable property of our supply
noise model.

n̂ = 41

0.886

0.88
4000

error of 0.01mV. In practical design, Power delivery noise
response of well designed PDNs is damped and converges
to 0 within 30us. It is also consistent with most wake-up
latency standards limited to hundreds of nano-second to microsecond. Hence, 56 is large enough to build an accurate supply
noise model. Besides, a proper n̂ can be found from several
simulation samples.

Supply voltage (v)

Let
• vector

5500

Time (step size=10 ns)

Fig. 12: An example showing how the accuracy of our voltage
noise model is affected by n̂.
the accuracy of supply noise prediction. When n̂ = 31, there
is significant difference between the predicted value and the
real supply noise. But when n̂ is increased to 41, the error
is significantly reduced. Table I summarizes the error with
different n̂s. When n̂ = 56, the model can reach an average

It should be noted that the proposed supply noise model can
be used either as an estimation model or a prediction model:
• Estimation: Suppose we would like to find the supply
noise at time t ∈ [τ + n̂T, τ + n̂T + T ], and the present
time point is τ + n̂T , then the excitation vector I τ +n̂T
includes only history and present excitation elements,
all of which can be estimated though the linear power
estimation model (see Section II). In this case, with all
estimated excitation elements as inputs, we can obtain
present supply noise using model (26).
• Prediction: Suppose the present time is before τ + n̂T ,
so the excitation vector I τ +n̂T includes not only history
and present excitation elements, but also future excitation
elements, which can be found using the linear power
estimation model and ARIMA-based power prediction
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model (see Section IV-A). In this case, the future supply
noise can be predicted by model (26).

C. Summary of Our Cross-Layer Temporal Supply Noise Prediction Framework
Algorithm 1 Temporal supply noise prediction
Input: system-level counter vector counters(t) at time stamp t
Output: layout-level supply noise Sc and Sf
for t do
Pc = get power(counters(t))
Sc = get supply noise(Ph s, Pc )
if t% time interval == 0 then
K − S mark = K − S test
if K − S mark == 1 then
%K − S test f ails
U pdate ARIM A model
end if
end if
Pf = ARIM A model(Ph s, Pc )
Sf = get supply noise(Ph s, Pc , Pf )
end for

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

supply noise estimation/prediction, the cost is O(Ln̂) as
shown in Eq. (26).
To summarize, for the model construction part, the computation cost is O(M 2 N ) + O(Ln̂), while for estimation/prediction, the computation cost is O((p+q)2 n)+O(n)+
O(Ln̂) = O((p + q)2 n). In our experiment, we find that in
most cases, (p + q) and (n) are in the range of [1, 50], hence
the computation cost of temporal supply noise prediction is
about 1,000 CPU cycles, which is at the µs level.
V. E XPERIMENTAL RESULTS
In this section, we first show our experiment setting, then
present the experimental results.
Our experimental setup includes 3 parts:
• At the architecture level, we use GEM5 to simulate the
standard SPEC CPU2006 [45] benchmarks respectively
on X86 and ARM architectures to generate the systemlevel performance counters of function blocks in a chip.
The configuration of GEM5 is shown in Table II.
TABLE II: Gem5 Setting
Arch

In this section, we summarize the proposed prediction
framework in Algorithm 1 and analyze its computation cost.
At time stamp t, the framework starts with the estimation
of the present power (Pc ) and supply noise (Sc ) (line 4-5).
If the present time stamp is the end of one time interval
(line 6), a K-S test will be executed (line 7). If the K-S
test fails, then we need to update the existed ARIMA model
(line 10). Otherwise, we keep the old ARIMA model. Next,
we predict the future power (Pf ) using historical Ph s and
present Pc (line 13). Finally, we predict the future supply
noise (Sf ) using historical (Ph s), the present power (Pc ) and
the predicted power Pf (line 14). Only using the system-level
counters of the running benchmark, the proposed framework
is capable of continuously conducting temporal supply noise
prediction/estimation.
The computation cost of the proposed framework consists
of two parts:
•

•

Model construction: For the linear power estimation
model (Eq. (2)), its construction cost is O(M 2 N ). For the
supply noise model (Eq. (26)), once the response of the
target position is obtained, the cost to get the transformed
supply noise matrix X in Eq. (27) is O(Ln̂). It should be
noted that the linear power estimation model and supply
noise model only need to be constructed once, and can
be finished off-line.
Temporal supply noise estimation/prediction: For the
ARIMA-based model, given a certain p and q, it costs
O((p + q)2 n) to obtain L̂(S d , p, q) in Eq. (13). Meanwhile, since L̂(S d , p, q) can be evaluated in parallel
within a given search range of p and q, the overall
computation cost to build/update a ARIMA model is
O((p + q)2 n). To execute the K-S test, O(n) + O(K) is
needed to get the cumulative distribution functions and
find the Dn in Eq. (15), (16). Since usually K < n, the
computation cost of the K-S test is O(n). Finally for the

X86
ARM
•

CPU
type
Out Of
Order

L2 cache
size

CPU
clock

1MB

1.2 GHz

Output
granularity
1000
instructions

We simulate a chip with 7 large function blocks (indicated
by different colors) shown in Fig. 14. The power trace
of the function blocks is obtained by McPAT. In our
current work, we assume that the VDD/clock frequency
of the processor cores is fixed (with VDD of 1.05V and
clock frequency of 1.2GHz). Of course, our work can
be extended to deal with dynamic VDD/clock frequency
scenarios in future.

Rename Unit
Load Store Unit
Memory Management Unit

L2s
Memory Controller
Instruction Fetch

Execution Unit

Fig. 14: Chip Layout with 7 large function blocks and a total
area of 17.91 mm2 .
•

For the supply noise, based on 32nm technology, we first
build a 5-layer power gird (adapted from [49]–[51]) on
top of the chip, then extract the parameters and compress
the power gird by macro-modeling method [52] so that
there are at least 1 to 2 access nodes for every function
block. Finally, the ‘real’ supply noise traces (for model
construction and verification) are obtained by SPICE.
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3

We evaluate the linear power estimation model (see Section II) by comparing its results with the simulated power
by McPAT. Fig. 15 shows one example of comparison tested

2

Estimated power

1

0

1
500
1
0.5
0
-0.5
500

Real power

550

600

650

700

Predicted power

750

800

850

900

Power residual
K-S test mark

550

600

650

700

750

800

850

900

Power series index

2

Frequency

Estimated power

3

Power

A. Micro-Architecture-Level Power Estimation

10%

0
0

98.1%

89.5%

5%
5%

10%

15%

Relative error

0

1

2

3

Real power

Fig. 15: Comparison between real power and estimated power
by the linear power estimation model tested by astar in
X86. The linear power model estimates power consumption
accurately.
on astar/X86 (benchmark/architecture). The estimated power
matches real power well, shown as a linear relationship. Similar results have been seen for all the other seven tested benchmarks. Results show that, for each of the seven benchmarks,
the errors for more than 99.6% of the samples are within 1%
on both X86 and ARM architectures. Linear power estimation
model can achieve an accurate power estimation. In our work,
55 performance counters are used for our power estimation
model, including Cache Miss, IPC, Memory Access, ALU
Access, etc. In reality, if we can tolerate a certain degree of
error and would like to further reduce the number of used
performance counters, methods such as Lasso [53], Ridge
Regression [54] and Bayesian Variable Selection (BVS) [55]
can be applied to achieve this goal.
B. Micro-Architecture Level Power Prediction
In this section, we present the performance of ARIMAbased power prediction model. Fig. 16 shows an example
of the power series predicted by ARIMA-based method from
part of benchmark astar under X86 architecture. Each sample
represents the averaged power within 1 microsecond, and we
run one time of K-S test every 50 power samples. The relative
error is defined by Eq. (28)
|Real value − Predicted value|
(28)
Real value
As can be seen, when the power index is less than 650,
the predicted power matches very well with the real power.
When the index is in the range of [650, 700], we see a relative
large mismatch (with up to about 8% error), and the K-S test
successfully identified this at the index of 700 and it signals
a ‘1’ to trigger the updating of the ARIMA model. Therefore,
starting from the index of 700, the new model catches the shift
of power series, and the prediction error decreases greatly.
As can be seen, the error for 89.5% of the samples is
within 5%, while the error for 98.1% of the samples is within
Relative error =

Fig. 16: Power prediction example for benchmark astar on X86.
Power residual means the absolute error between the predicted power
and the real power.

10%. The average error is 2.97%. It should be noted that the
updating of ARIMA model is not frequently required: In our
experiments, we found that, for most of the seven benchmarks
on both X86 and ARM architectures, only less than 5% of the
K-S tests failed.
C. Comparison between ARIMA-Based Power Prediction and
Prior Methods
In this section we compare the performance of our ARIMAbased method with four heuristic power prediction methods
as mentioned in Section II-B, namely average(n), Weighted
Moving-Average (WMA), Exponentially Weighted MovingAverage (EWMA), and Table based prediction method [27].
The results are summarized in Table III. We can see that
on average, compared to the four methods, our method can
significantly reduce the error (up to 37.5% on X86, and 63.0%
on ARM). In fact, since ARIMA-based power prediction
model is able to learn and update the parameters dynamically
according to the running benchmarks, while except the tablebased method, the parameters of other methods are preset
empirically, it is not surprising that ARIMA-based power
model works better. And by observing the results in Table III,
we further find that the benchmarks can be divided into
two benchmark classes. The performance of ARIMA-based
method improves less in benchmark class 1 (aster, omntpp,
perlbench, soplex and sjeng) than in benchmark class 2 (bzip2
and hmmer). Taking astar and bzip2 (see Fig. 3) as an example,
we can find that astar is more stable than bzip2 visually, which
indicates that there are more phases in bzip2. Therefore, it is
not surprising that ARIMA-based power model works better
for the benchmarks in class 2.
D. Supply Noise Prediction
In this section, we present the performance of our supply
noise prediction framework. Fig. 17 gives an example of the
supply noise prediction for part of the benchmark astar under
X86 architecture. We can see that when the time is less than
6.5 × 104 ns (due to the accurate power prediction in the

0278-0070 (c) 2018 IEEE. Personal use is permitted, but republication/redistribution requires IEEE permission. See http://www.ieee.org/publications_standards/publications/rights/index.html for more information.

This article has been accepted for publication in a future issue of this journal, but has not been fully edited. Content may change prior to final publication. Citation information: DOI 10.1109/TCAD.2018.2871820, IEEE
Transactions on Computer-Aided Design of Integrated Circuits and Systems
11

TABLE III: Comparison results of our power prediction method with prior work in terms of average relative error (in percentage
%).
Benchmark
astar
bzip2
hmmer
omnetpp
perlbench
sjeng
soplex
average

Average(n)
4.60
7.14
6.57
3.78
0.41
4.40
4.58
4.49
1.6X

Real supply voltage

0.9

Supply voltage (V)

X86
EWMA
4.30
5.45
6.63
3.85
0.41
4.42
4.34
4.20
1.5X

WMA
4.40
5.80
6.82
3.85
0.41
4.43
4.46
4.31
1.5X

Table-based
4.40
3.61
5.00
6.67
0.43
5.57
4.44
4.23
1.5X

Predicted supply voltage

0.8
0.7

5

5.5

6

6.5

7

7.5

8

8.5

9
×104

Supply voltage residual

0.05
0
-0.05

5

5.5

6

6.5

7

7.5

8

Frequency

8.5

9
×104

Time (step size=10 ns)
10%
92.4%

5%
0
0

5%

Relative error

98.7%

10%

15%

Fig. 17: Supply noise prediction samples by astar/X86

corresponding series index, see Fig. 16), the prediction error
is small. When the time is in the range of [6.5 × 104 , 7 × 104 ]
ns, we see a relative large mismatch (up to about 0.05V,
and due to the phase change, see Fig. 16). Then after the
time stamp 7 × 104 ns, the prediction error decreases again
(the ARIMA model is updated, and the inputs to the supply
noise prediction are accurate). Overall, 92.4% of the predicted
samples have less than 5% error, and 98.1% of the samples
have less than 10% error, with an average error of 1.60%.
This is because 1) the future supply noise is closely related to
the historical, present and future power, 2) our framework is
able to accurately evaluate the history, present power through
the linear power estimation model (99.6% of the samples
are within 1% error), and predict the future power through
ARIMA-based power prediction model (2.97% average error,
in astar benchmark).
As stated in Section IV-B, when we get constant matrix
X, the response is discretized to L samples in every xi
as shown in Fig. 11. The performance of the supply noise
model is also affected by the parameter L, the number of
sampling points within a switching interval. Fig. 18 shows the
supply prediction samples with different Ls. To simplify the
expression, let X10 , X5 , X2 and X1 represent the supply noise
prediction cases when L = 10, L = 5, L = 2,and L = 1
respectively. The upper figure in each sub-figure shows the
corresponding discrete response, which is used to transform
to the constant matrix X for supply noise model. When L
is small, the number of elements in the constants matrix X

Ours
2.97
2.09
2.87
4.96
0.19
3.83
2.84
2.82
1.0

Average(n)
0.32
6.84
21.31
2.10
0.51
0.63
4.23
5.14
2.7X

WMA
0.32
5.61
16.27
2.15
0.51
0.60
4.16
4.23
2.3X

ARM
EWMA
0.32
5.20
15.03
2.15
0.51
0.57
4.10
4.00
2.2X

Table-based
2.16
4.20
4.19
4.36
5.41
4.96
5.79
4.44
2.4X

Ours
0.06
3.45
3.01
2.61
0.14
0.29
3.42
1.85
1.0

is small. For example, When L = 1, the constant matrix X
is in fact a 1 × N̂ vector. As for prediction accuracy, in the
case of X10 , no obvious accuracy declination can be observed
intuitively compared to Fig. 17 which has L = 100; but as L
decreases to 1, evident declination can be observed. In reality,
the user can tune the parameter L to strike a balance between
prediction accuracy and computation cost.
Further, Table IV and Table V present the max, mean
and std relative error of supply noise prediction on different
benchmarks under X86 and ARM. As can been seen, an
average mean relative error is 1.58% and 1.17% for X86
and ARM when L = 10. Even when L = 1, an average
mean relative error is 2.99% and 2.30% for X86 and ARM.
More specifically, when we increase L from 1 to 2, we can
reduce the error for most of the benchmarks significantly
(from 2.99% to 1.75% on average for X86, 2.3% to 1.31%
for ARM). However, if we further increase L from 2 to 10,
we see diminishing return: when L = 10, the average error
is 1.58% for X86 and 1.17% for ARM. In conclusion, our
supply noise prediction framework is able to achieve supply
noise prediction accurately.
VI. CONCLUSIONS AND FUTURE WORK
This paper presents a cross-layer framework for temporal
power and supply noise prediction. The framework consists of
several models to enable the cross-layer interaction, including
a linear power estimation, ARIMA-based power prediction
and supply noise model. Study has been conducted on the
accuracy and efficiency of the proposed model and framework.
Our supply noise prediction framework is found to achieve
supply noise prediction with an average accuracy over 98.5%
in X86/ARM, respectively. The proposed adapted ARIMAbased power prediction model improves up to 37.5%/63.0%
performance than prior existing power prediction methods in
X86/ARM, respectively.
In this work, we focus on the problem of power/supply noise
prediction without on-chip sensors, which can be considered
as a universal design-time based method without run-time
feedback. However, it is beneficial to take advantage of the onchip sensors and integrate them into our methodology. With
the complication of modern PD system and the capability of
embedding on-chip noise sensors [12], [17]–[19], [21], [22],
it is highly desired to combine a design-time method with the
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Fig. 18: Supply noise prediction samples with different Ls. PSN represents predicted supply noise.
TABLE IV: Relative error of supply noise prediction with different Ls on X86 (in percentage %)
Benchmark
astar
bzip2
hmmer
omnetpp
perlbench
sjeng
soplex
average

max
18.17
7.82
13.28
7.46
15.32
19.06
17.14
14.03

X10
mean
1.60
1.34
1.75
3.04
0.18
2.01
1.19
1.58

std
3.06
3.22
3.43
4.01
1.16
3.89
3.40
3.17

max
18.17
7.29
13.28
7.42
14.90
19.06
18.47
14.07

X5
mean
1.63
1.40
1.76
3.05
0.16
2.06
1.21
1.61

std
3.25
3.50
3.46
4.00
1.10
4.02
3.84
3.13

max
18.17
12.31
13.28
11.94
16.18
19.06
18.02
15.56

X2
mean
1.74
1.32
1.84
3.57
0.23
2.22
1.35
1.75

std
3.12
3.15
3.60
4.92
1.25
4.19
2.75
3.28

max
18.24
12.55
14.74
12.12
17.06
19.65
18.05
16.06

X1
mean
2.90
2.36
3.05
5.98
0.36
4.06
2.26
2.99

std
3.50
3.82
4.12
4.79
1.42
6.52
3.10
3.9

TABLE V: Relative error of supply noise prediction with different Ls on ARM (in percentage %)
Benchmark
astar
bzip2
hmmer
omnetpp
perlbench
sjeng
soplex
average

max
2.67
26.77
22.74
7.99
1.54
8.15
1.11
11.57

X10
mean
0.04
2.18
1.95
1.31
0.15
0.20
2.36
1.17

std
0.17
6.07
5.31
2.22
0.26
0.98
3.61
2.66

max
1.26
29.95
22.77
7.99
0.71
7.53
10.2
11.46

X5
mean
0.04
2.27
1.99
1.46
0.13
0.20
2.37
1.21

run-time information to improve the overall efficiency. Below
we list two possible directions to explore in the future:
•

•

The on-chip sensors can be used to calibrate our power/noise
models. For example, if there are power sensors available [56] in a given chip, such sensors can help us test
the accuracy of our power model, and if there exists big
mismatch, we can re-train our power model using the data
reported by the power sensors.
We can integrate the power sensor data with our ARIMAbased power model (see Eq. (12)) and supply noise model
(see Eq. (26)). Assume we would like to predict the noise in
the interval t ∈ [τ +n̂T, τ +(n̂+1)T ], which is kT, k ∈ [0, n̂]
away from the present time t0 , then according to Eq. (26),

std
0.09
6.85
5.56
2.35
0.20
1.03
3.64
2.82

max
6.82
19.36
22.77
12.54
4.10
9.88
15.67
13.01

X2
mean
0.07
2.16
2.04
1.72
0.25
0.23
2.67
1.31

std
0.42
4.57
5.04
2.73
0.51
1.00
4.22
2.64

we have
 τ +n̂T   0
y1
x1
y τ +n̂T   x02
 2
 
 . = .
 ..   ..
τ +n̂T
yL

x0L

max
6.95
19.40
26.66
12.72
4.19
9.93
15.71
13.65

X1
mean
0.12
3.65
3.55
3.39
0.44
0.39
4.59
2.30

xk−1
1
xk−1
2
..
.

···
···
..
.

xk−1
L

···


xk1
xk2
..
.

std
0.44
5.06
6.38
3.18
0.61
1.46
4.57
3.10

···
···
..
.

xkL · · ·
I(τ + n̂T )
..
.


xn̂1
xn̂2 

.. 
. 
xn̂L








I(τ + n̂T − kT + T )


·

 I(τ + n̂T − kT ) 


..


.
|

I(τ )
{z

Excitation vector I τ +n̂T

(29)

}
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If we look closer at the excitation vector I τ +n̂T in Eq. (29),
we can find that the first k elements I(τ + n̂T ), . . . , I(τ +
n̂T − kT + T ) are the future current excitations ahead of
the present time t0 , which can be predicted by our power
prediction model (see Eq. (12)), while the rest n̂ + 1 −
k elements I(τ + n̂T − kT ), . . . , I(τ ) are the present &
historical current excitations which in fact can be extracted
from the power sensor data.
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